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Abstract—The integration of artificial intelligence into radiology practice demands systems that combine diagnostic accuracy with clinical interpretability, evidence-based reasoning, and robust security. This paper introduces the Quantum Agentic Radiology Engine (QARE), a novel framework that unifies artificial intelligence, quantum-enhanced image representation learning, multi-agent retrieval-augmented generation, and federated deployment for trustworthy radiology decision support. The framework employs a Vision Transformer enhanced with parameterized quantum circuits to generate discriminative radiological embeddings, while a reasoning layer integrates learnable logical neural networks with structured clinical knowledge from medical ontologies. A federation of specialized agents—including a Radiology Analysis Agent, Knowledge Retrieval Agent, Symbolic Reasoning Agent, Verification Agent, and Clinical Report Agent—collaborate through graph-based coordination to produce evidence-based diagnostic recommendations. Extensive evaluation on VQA-RAD, SLAKE, and PathVQA benchmarks demonstrates that QARE achieves 96.2% diagnostic accuracy, reduces hallucination rates by 87.3% compared to conventional multimodal large language models, and maintains 94.5% symbolic constraint satisfaction. Federated deployment across three simulated hospital networks preserves diagnostic performance within 1.8% of centralized training while ensuring differential privacy guarantees of (ε, δ) = (2.0, 10⁻⁵). The framework establishes a new paradigm for clinically deployable, explainable, and privacy-preserving radiology intelligence.

Index Terms—Agentic RAG, Quantum Image Embeddings, Radiology Decision Support, Federated Learning, Medical Ontologies, Logical Neural Networks, Vision Transformers.


I. INTRODUCTION
Medical imaging stands as one of the most data-intensive and cognitively demanding domains in clinical practice, with radiologists interpreting millions of examinations annually under increasing time constraints and complexity [1]. The rapid advancement of artificial intelligence has catalyzed the development of automated image interpretation systems, yet current approaches exhibit critical limitations that impede clinical deployment. Multimodal large language models (MLLMs) demonstrate impressive performance on benchmark tasks but suffer from hallucinated responses, 



opaque reasoning processes, and inability to incorporate structured clinical knowledge [2].

The Radiology Visual Question Answering (RadVQA) paradigm has emerged as a framework for evaluating AI systems' capacity to interpret medical images and answer clinically relevant questions. Early MedVQA systems relied 
on convolutional neural networks and recurrent architectures, while recent approaches leverage vision transformers and multimodal pretraining [3]. Despite achieving high benchmark accuracy, these systems predominantly operate as black-box predictors, providing diagnostic outputs without transparent reasoning pathways or explicit grounding in medical knowledge.

Quantum machine learning has demonstrated potential for enhancing medical image representation through quantum feature maps that capture complex high-dimensional relationships. Parameterized quantum circuits can generate embeddings that exploit quantum parallelism for improved discriminative capacity in identifying subtle radiological abnormalities [8]. The combination of quantum-enhanced visual representations with structured clinical reasoning represents an unexplored frontier in radiology AI.

Multi-agent retrieval-augmented generation (Agentic RAG) systems coordinate specialized agents for image analysis, knowledge retrieval, evidence verification, and report synthesis. This architecture mitigates hallucination risks by grounding diagnostic outputs in external medical literature, clinical guidelines, and structured ontologies.

The principal contributions of this work are:
1) A quantum-enhanced image embedding module that combines Vision Transformer feature extraction with parameterized quantum circuits to generate discriminative radiological representations.
2) A multi-agent RAG architecture incorporating specialized agents for radiology analysis, knowledge retrieval, symbolic reasoning, hallucination verification, and clinical report generation.
3) A federated deployment framework enabling privacy preserving multi-institutional collaboration with differential privacy guarantees and performance preservation.
II. RELATED WORK
A. Medical Visual Question Answering
The development of MedVQA systems has progressed through several generations. Ben Abacha et al. [3] established the VQA-RAD benchmark, while subsequent datasets including SLAKE [4] and PathVQA [5] expanded evaluation scope to multilingual and pathology contexts. Transformer based architectures have achieved state-of-the-art results, with LLaVA-Med and Med-Flamingo demonstrating strong performance through large-scale multimodal pretraining.

Recent surveys by Dong et al. [17] and Bazi et al. [18] highlight the transition toward generative models for medical visual understanding. However, these approaches predominantly lack explicit reasoning mechanisms and cannot guarantee consistency with established clinical knowledge, limiting their reliability for diagnostic applications.
B. Quantum Machine Learning for Medical Imaging
Quantum-enhanced approaches for medical image analysis have demonstrated promising results. Yousif et al. [9] developed quantum circuit architectures for X-ray image classification, while Xiang et al. [10] achieved competitive performance in breast cancer diagnosis using hybrid quantum-classical convolutional networks. The survey by Idzikowski et al. [8] identifies QCNN architectures as the dominant approach for image-based QML tasks.

For feature-based clinical prediction, variational quantum classifiers and quantum support vector machines have shown particular efficacy. Maheshwari et al. [14] applied QML to electronic health records for ischemic heart disease classification, demonstrating the potential for quantum-enhanced clinical analytics. However, the integration of quantum image embeddings with multimodal reasoning systems remains unexplored.
C. Multi-Agent Systems for Radiology
The application of multi-agent architectures to radiology has been examined in recent studies. The multi-agent system for enhanced radiology workflow [12] proposes a network of fifteen specialized agents for scheduling, diagnosis, and resource management. More recently, the analysis of multiagent AI ethics in radiology [11] identified "compound opacity" as a fundamental challenge, where distributed agent interactions create multiplicative layers of inscrutability.

The Agentic RAG framework for radiology [2] introduced quantum image embeddings and lattice-based security within a multi-agent VQA architecture, providing a direct precursor to the present work.
III. QARE FRAMEWORK ARCHITECTURE
A. System Overview
The QARE framework comprises four principal modules as illustrated in Fig. 1. The Quantum Image Embedding Module processes radiological images through a Vision Transformer backbone enhanced with parameterized quantum circuits. The Multi-Agent RAG Module coordinates specialized agents for collaborative diagnostic reasoning. The Federated Deployment Module enables   privacy preserving multi-institutional model training and inference.
B. Quantum Image Embedding Module
The quantum image embedding module processes input radiological images I ∈ ℝ^(H×W×C) through a two-stage pipeline. The first stage employs a Vision Transformer (ViTB/16) pretrained on large-scale medical imaging datasets to extract high-level semantic features f_vit ∈ ℝ^768. The second stage maps classical features to quantum-enhanced representations through a parameterized quantum feature map. The feature vector is normalized and encoded into quantum amplitudes:
|\u03c8(f)⟩ = Σ_{j=0}^{2ⁿ−1} (f_j / ‖f‖) |j⟩   (1)
where n = 8 qubits are employed for the embedding dimension. The quantum circuit applies L = 4 variational layers of R_Y and R_Z rotations with CNOT entangling operations, producing the quantum-enhanced embedding:
e_qu = Tr(ρ(θ) · O)   (2)
where ρ(θ) = U(θ)|ψ(f)⟩⟨ψ(f)|U†(θ) is the output density matrix and O represents the measurement observable vector.
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Fig. 1: Architecture of the QARE framework showing the flow from radiology image input through quantum embedding and multi-agent coordination to explainable diagnostic output.

C. Multi-Agent RAG Module
Agent Specifications
The multi-agent system comprises five specialized agents coordinated through a shared memory architecture:

Radiology Analysis Agent (RAA): Processes quantum-enhanced image embeddings to identify anatomical structures, detect abnormalities, and generate preliminary findings via a transformer-based decoder fine-tuned on radiology report corpora.

Knowledge Retrieval Agent (KRA): Retrieves evidence from PubMed, Radiopaedia, RSNA guidelines, and institutional knowledge bases using dense passage retrieval, formulating queries from image findings and clinical context.

Symbolic Reasoning Agent (SRA): Applies logical neural network inference over retrieved knowledge and image findings to generate logically consistent diagnostic hypotheses while enforcing medical ontology constraints.

Verification Agent (VA): Validates diagnostic consistency by cross-referencing image findings, retrieved evidence, and symbolic conclusions via contradiction detection and uncertainty quantification.

Clinical Report Agent (CRA): Synthesizes verified findings into structured radiology reports with evidence citations and confidence scores, including explanation traces linking each conclusion to supporting evidence.
Retrieval-Augmented Diagnostic Reasoning
The diagnostic reasoning process combines quantum enhanced image understanding with knowledge-grounded inference. For an input image I and query q, the retrieval process identifies relevant clinical evidence:
E = TopK(sim(e_qu(I), d_i) + sim(q, d_i))   (6)
where d_i are document embeddings in the knowledge base and sim denotes cosine similarity. The verification agent computes a hallucination score for each diagnostic hypothesis:
H(d_hat) = 1 − (1/|E|) Σ_{e∈E} 1[cons(d_hat, e)]   (7)
where cons(d̂, e) evaluates whether evidence e supports diagnosis d̂.
D. Federated Deployment Module
Federated Learning Architecture
The federated deployment module enables collaborative model improvement across hospital networks without centralizing sensitive patient data. The framework implements differentially private federated averaging (DP FedAvg) with the update rule:
w^(t+1) = Σ_{k=1}^{K} (n_k/n)[w^t − η∇L_k(w^t) + Ν(0, σ²I)]   (8)
where n_k is the number of samples at hospital k, η is the learning rate, and Ν(0, σ²I) is Gaussian noise calibrated to provide (ε, δ)-differential privacy.
Privacy Guarantees
The privacy budget is allocated across training rounds using the moments accountant method. For T rounds with sampling probability q and noise multiplier z:
ε ≈ q√T · √(2 ln(1/δ)) / z   (9)
The framework achieves (ε, δ) = (2.0, 10⁻⁵) differential privacy while preserving diagnostic accuracy within 1.8% of centralized training.
IV. EXPERIMENTAL EVALUATION
A. Datasets and Setup
The evaluation employs three benchmark datasets: VQA-RAD (351 QA pairs over 315 radiology images), SLAKE (14,028 QA pairs over 642 medical images with multilingual annotations), and PathVQA (32,799 QA pairs over 4,998 pathology images). Pretraining utilizes MIMIC-CXR (377,110 images), CheXpert (224,316 images), and PadChest (160,868 images) for feature learning.

The quantum simulation employs PennyLane with 8 qubits across 4 variational layers. The logical neural network contains 3 reasoning layers with 64 nodes per layer. Federated experiments simulate three hospital nodes with non-IID data distributions. All experiments were conducted on NVIDIA A100 GPUs.
B. Diagnostic Accuracy Comparison
Table I presents diagnostic accuracy comparisons across benchmark datasets.

TABLE I: Diagnostic Accuracy Comparison Across Benchmark Datasets
	Method
	VQA-RAD
	SLAKE
	PathVQA

	BLIP-2
	83.7%
	85.2%
	81.4%

	LLaVA-Med
	86.2%
	88.7%
	84.3%

	CheXagent
	89.4%
	91.5%
	88.8%

	GPT-4V
	90.7%
	92.4%
	89.7%

	Agentic RAG [2]
	95.4%
	96.2%
	95.8%

	QARE (w/o Quantum)
	93.1%
	94.8%
	93.2%

	QARE (Full)
	96.2%
	97.5%
	96.8%



The full QARE framework achieves state-of-the-art performance across all benchmarks, with the quantum embedding contributing 2.0 percentage points of improvement over the no-quantum ablation.
C. Hallucination and Explainability Analysis
Table II quantifies hallucination rates, evidence grounding, and rule satisfaction metrics across compared methods.

TABLE II: Hallucination Rate and Explainability Metrics
	Method
	Hall. Rate
	Evid. Ground.
	Rule Sat.

	GPT-4V
	14.2%
	62.1%
	N/A

	CheXagent
	11.8%
	71.3%
	N/A

	Agentic RAG [2]
	6.4%
	89.7%
	N/A

	QARE (w/o Symb.)
	5.1%
	91.2%
	72.4%

	QARE (Full)
	1.8%
	96.4%
	94.5%



QARE (Full) achieves a hallucination rate of 1.8%, representing an 87.3% reduction relative to GPT-4V, alongside 96.4% evidence grounding and 94.5% symbolic rule satisfaction.
D. Federated Deployment Performance
Table III presents federated learning performance across simulated hospital networks with varying privacy configurations.

TABLE III: Federated Deployment Performance
	Config.
	VQA-RAD
	SLAKE
	PathVQA
	Privacy (ε,δ)
	Comm.

	Centralized
	96.2%
	97.5%
	96.8%
	None
	Baseline

	FedAvg
	95.8%
	96.9%
	96.1%
	None
	2.4×

	FedProx
	95.6%
	96.7%
	95.9%
	None
	2.4×

	DP-FedAvg (ε=5)
	95.1%
	96.2%
	95.4%
	(5, 10⁻⁵)
	2.4×

	DP-FedAvg (ε=2)
	94.4%
	95.7%
	94.8%
	(2, 10⁻⁵)
	2.4×



The federated deployment preserves diagnostic accuracy within 1.8% of centralized training while providing strong differential privacy guarantees, enabling practical multi-institutional collaboration.
E. Ablation Study
Table IV quantifies the incremental contribution of each QARE component, demonstrating the cumulative benefit of each module.

TABLE IV: Ablation Study: Component Contributions
	Configuration
	Accuracy
	Hall. Rate
	Rule Sat.

	Baseline ViT
	84.1%
	22.4%
	N/A

	Quantum Embedding
	86.2%
	20.1%
	N/A

	Multi-Agent RAG
	93.4%
	5.8%
	N/A

	LNN Reasoning
	94.7%
	3.2%
	91.3%

	Ontology Constraints
	96.2%
	1.8%
	94.5%



V. DISCUSSION
The experimental results demonstrate that QARE achieves substantial improvements across diagnostic accuracy, hallucination reduction, and clinical constraint satisfaction. The quantum image embedding module's contribution of 2.0 percentage points in accuracy aligns with theoretical expectations regarding quantum feature maps' capacity for capturing complex visual patterns [13]. While modest in absolute terms, this improvement is clinically meaningful for rare pathologies where diagnostic margins are narrow.

The 94.5% rule satisfaction rate indicates effective integration of structured clinical knowledge, while the 87.3% hallucination reduction addresses a critical barrier to clinical deployment of AI diagnostic systems. The explicit reasoning traces produced by the LNN component enable clinicians to understand and validate each diagnostic conclusion, supporting the FUTURE-AI explainability principle [16].

The federated deployment results confirm the viability of privacy-preserving multi-institutional collaboration. The accuracy-privacy trade off observed under differential privacy constraints is consistent with theoretical bounds, and the (ε, δ) = (2.0, 10⁻⁵) configuration provides strong privacy guarantees suitable for healthcare applications.

Several limitations warrant acknowledgment. The quantum simulations are performed on classical hardware, and the extent of quantum advantage on actual quantum processors remains to be validated experimentally.
VI. CONCLUSION AND FUTURE WORK
This paper presented the Quantum Agentic Radiology Engine (QARE), a comprehensive framework integrating quantum image embeddings, multi-agent RAG, and federated deployment for trustworthy radiology decision support. The framework achieves state-of-the-art diagnostic accuracy while providing transparent reasoning, hallucination reduction, and privacy-preserving multi-institutional collaboration.

Future research directions include deployment on actual quantum hardware to validate quantum advantage claims, expansion of the medical ontology to cover additional clinical domains, and integration with electronic health record systems for comprehensive patient context. The incorporation of causal reasoning mechanisms represents another promising direction for enhancing diagnostic reliability.
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