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Abstract— The nonalcoholic fatty liver disease (NAFLD) involves about 25-30% of the worldwide population and an accurate severity assessment is essential for the treatment of the condition. The aim of this pilot study is to assess the effectiveness of transfer learning technique with ResNet50 on automated NAFLD severity grading from ultrasound B-mode images. We analyzed 87 publicly available stratified ultrasound images (DOI: 10.17632/6rg4hk6728.3) classified as normal (n=11, 12.6%), benign (n=48, 55.2%), or advanced (n=28, 32.2%). Images were split 70-15-15 (training-validation-test) using class weighting and data augmentation. Using the same settings, ResNet50 obtained a test accuracy of 57.14%, and high benign detection (F1=0.7273, recall=100%). All the architectural variants were within 53-57% accuracy range, suggesting that dataset size is the limiting factor rather than architecture. As an absolute minimum, the ratio of samples to parameters (433,000:1), is far greater than the recommended ratio of 10:1-100:1, and therefore this is the critical problem. Evidence based analysis requires a data set of 300 - 450 balanced images/class (900 - 1,500 images in total) for clinical grade performance (≥85% accuracy). This pilot illustrates the possibility of achieving transfer learning for NAFLD ultrasound assessment, outlines the explicit data needs, and suggests a realistic roadmap for clinical deployment, focusing on gathering data rather than architectural innovation, and spanning a period of 2-3 years.
Keywords— Non-alcoholic fatty liver disease (NAFLD), Transfer learning, Ultrasound imaging, Deep learning, Data needs for medical imaging, ResNet50, Severity grading, Data-limited medical imaging.
I. Introduction 

Non-alcoholic fatty liver disease (NAFLD) is present in about 25-30% of the world population [26]. Current assessment is based on ultrasound imaging (which is operator dependent, but first-line), CT/MRI (expensive and radiation exposure) or liver biopsy (invasive and sampling error) [26]. While ultrasound is readily available, high inter-observer variability is caused by the subjective nature of the technique [27]. Standardized assessment is desirable to be automated for achieving uniform severity grading of NAFLD. In medical imaging, deep convolutional neural networks have been shown to achieve clinical-grade performance across a range of tasks, such as skin cancer detection (95% sensitivity) [20], COVID-19 detection (98% accuracy) [22] and Alzheimer's diagnosis (>90% accuracy) [21]. The Causes of the Fatty Liver Disease have been shown in the Figure 1.
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Figure 1. Major risk factors associated with fatty liver disease (NAFLD)

The AlexNet [1], ResNet [2], Inception [3], VGGNet [4] and EfficientNet [5] are all key architectures. To tackle the issue of scarcity of medical data, transfer learning relies on pre-trained models trained on the ImageNet dataset with 1.2M images [9] rather than retraining from scratch [8]. The two methods are: feature extraction (freezing pre-trained weights, training extra layers for the specific task) for small datasets (<500 samples); fine-tuning (unfreezing layers, domain adaptation) for large datasets [8][10]. It has been applied with success in medical imaging with 100-500 images [21] [22] [10]. The severity of NAFLD is classified based on ultrasound findings: Normal, Benign NAFLD (increased echogenicity with preserved vascularity), Advanced NAFLD (severe echogenicity with loss of vascularity) [26][27]. A new publicly available NAFLD severity classification dataset (DOI: 10.17632/6rg4hk6728.3, published February 2026) is available that includes B-mode ultrasound images with 10 clinical variables (age, BMI, ALT, AST, glucose, lipids), which allows for multi-modal learning research [26][27][28]. This pilot study assesses the feasibility of transfer learning (ResNet50) with 87 ultrasound images from the public dataset that contains 3 severity classes of NAFLD. We systematically test architectural variants to see whether it's a data limitation or algorithmic limitation that's limiting performance. We believe that frozen ResNet50 weights can achieve >70% test accuracy (with no architecture-related hypothesis) and that the volume of the dataset, and not its architecture, matters.
.
II. LITERATURE SURVEY
A) CNN Architecture Evolution

In recent years, deep learning has transformed the analysis of medical images in the last decade. In 2012, rectified linear units (ReLU) were introduced by AlexNet [1] with an ImageNet accuracy of 85%. ResNet [2] introduced residual connections to train very deep networks (50, 101, 152 layers of accuracy) reaching 96% on the ImageNet. Multi-scale feature extraction using parallel processing branches was used in Inception [3]. VGGNet [4] showed that it is important to go deep in networks for learning features. Balanced scaling of network dimensions [5] was used to optimize the efficiency of parameters in Efficient Net [5]. This architectural evolution and medical imaging adoption is summarized in Table 1.
TABLE 1: CNN Architectures - Evolution and Medical Imaging Adoption
	Architecture
	Year
	Depth
	ImageNet Accuracy (%)
	Medical Imaging Adoption

	AlexNet [1]
	2012
	8
	85.0
	Limited; historical baseline

	VGGNet [4]
	2015
	16/19
	92.7
	Moderate; performance comparisons

	Inception [3]
	2015
	22
	93.3
	Moderate; accuracy-efficiency balance

	ResNet50 [2]
	2016
	50
	94.5
	Most widely adopted in medical imaging [10][20]-[22]

	ResNet101/152 [2]
	2016
	101/152
	96.0
	High-accuracy applications

	Efficient Net [5]
	2019
	Variable
	95.2
	Resource-constrained healthcare

	MobileNetV2 [19]
	2018
	53
	88.5
	Mobile edge devices


Table 1 shows that the performances of the aforementioned models on the three datasets do not differ significantly. The results presented in Table 1 indicate that the accuracy of these models across the three datasets is comparable.
B) Clinical-Grade Deep Learning Performance 
Clinical-grade performance, optimized for deep learning applications. Deep learning has been used in medical imaging and now it reaches the clinical grade. In this regard, Esteva et al. [20] showed the achievement of classification of skin cancer with a sensitivity of 99.3% (on 129,450 dermoscopic images) by a dermatologist's level. Mohan et al. [22] performed COVID-19 detection with ResNet50/DenseNet121 hybrid architecture, on 6,000+ chest X-ray images, with sensitivity of 98% and specificity of 96%. Acharya et al. [21] have managed to achieve success in the automatic detection of Alzheimer's disease with ResNet50 and less than 500 training images [21]. Ronneberger et al. [14] showed that specialized architectures are better than general-purpose classifiers and designed U-Net for biomedical image segmentation.
C) Transfer Learning for Data-Limited Medical Imaging
Medical data scarcity is tackled using the pre trained ImageNet (weights) 1.2M images [9] instead of training on a smaller dataset of medical images [8]. There are two methods: feature extraction (freeze pre-trained weights, train task-specific layers), or fine-tuning (unfreeze layers, low learning rate) for a smaller number of samples (<500) or for a larger number of samples, respectively [8][10]. It has been suggested that the early layers of the CNN should extract general visual properties (e.g. edges, corners) and the later layers should extract properties specific to the domain (e.g. textures, anatomy) [13]. The freezing of the early layers helps to preserve the knowledge, which is more generalized, and the deep layers respond to the requirements of the target domain [8][10]. This principle has been demonstrated to work in medical picture mode, with 100 to 500 training images [21][22][10].
D) Regularization and Optimization Techniques
Dropout [16] randomly deactivates neurons to reduce overfitting on small datasets, but doesn't prevent co-adaptation. The use of Batch Normalization [17] speeds up training and enhances convergence. ReLU [15] improves the flow of the gradients. Adam optimizer [11] uses adaptive per-parameter learning rates, which are especially good for training on small batches like those used in medical imaging [11]. Class weighting [16] is a solution to imbalance that treats misclassification of minority classes more harshly. Geometric transformations (rotation, zoom, shift) are used to make synthetic data from the available samples [10][16].
E) Parameter-to-Sample Ratio Principle
The ideal parameter to sample ratio (n:1) for an optimal deep learning is 10:1 to 100:1 (one sample for 10 to 100 parameters) [13]. Overfitting occurs when networks are larger than data, while undersized networks have capacity constraints [13][6]. The key to deep learning success is having enough data: accuracy scales up better than linearly with the number of data points; for example, it will scale by 5-10% for each doubling of data [6]. The trend, data scaling beats architectural innovation, is seen in various domains [6][28].
F) NAFLD Deep Learning Assessment
However, there is limited research on NAFLD assessment using deep learning. The most similar work before was published by Foruzan et al. [23] who reported 85% accuracy in NAFLD classification using ResNet50 with SVM ensemble on 240 images. Liver segmentation and cardiac imaging are some other ultrasound studies mentioned [14][24][25]. Limited adoption of deep learning in NAFLD is due to data scarcity (most data sets proprietary), computational challenges, and the belief of >10,000 images are required for deep learning. The data needs to be available publicly and reproducible. Data must be open and reproducible. Public data are essential to benchmarking, reproducibility and to making data accessible to all [10][28]. 
G) Public Datasets and Reproducibility
When data is sparse, data centrality outweighs architectural innovation, as Goodfellow et al. [28] point out. A new NAFLD severity classification data set was recently published that contains B-mode ultrasound images and 10 clinical variables such as age, BMI, ALT, AST, glucose, lipids, and facilitates reproducible NAFLD research and multi-modal learning [26][27][28].
III. methodology
A) Dataset and Preprocessing
This pilot study was conducted using a publicly available and multi-modal data set of the severity of non-alcoholic fatty liver disease (NAFLD), based on B-mode ultrasound images and clinical variables (published 26th February 2026; data DOI: 10.17632/6rg4hk6728.3) [26][27][28]. The data set contains 87 de-identified ultrasound images classified by published ultrasound grading criteria [26][27] as Normal (no steatosis, no fibrosis, no inflammation, n=11, 12.6%), Benign NAFLD (increased echogenicity, preserved vascularity, n=48, 55.2%) or as Advanced NAFLD (severe echogenicity, lost vascular definition, n=28, 32.2%). In order to avoid biased evaluation, all images were pre-processed in the same way: resized to 224×224 pixels with bicubic interpolation (standard ImageNet processing), normalized to [0,1] range with min-max scalings and stratified split into training (70%, n=58), validation (15%, n=15) and test (15%, n=14) sets. In order to maintain proportions of classes across the splits, stratified splitting was used [10].
B) Class Imbalance Mitigation
To handle a class imbalance, balanced class weighting [16] was used (w_i = n_samples / (n_classes × n_i)), giving weights of 2.4167 (Normal), 0.5686 (Benign), and 1.2083 (Advanced). These weights give higher penalties for misclassifying the minority classes, forcing the model to allocate capacity in line with the prevalence of those classes [10].
C) Data Augmentation
Data augmentation was performed using ImageDataGenerator [10][16] with geometric transformations: rotation (15°), width shift (10%), height shift (10%), horizontal flip, zoom (0.8–1.2) and brightness (0.8–1.2). With a limited amount of real data, such augmentations are effective for generalization [10][16].
D) Transfer Learning Architecture
We used ResNet50 as the base network that was pre-trained on ImageNet [2]. To capture general features from 1.2M images from ImageNet [8][10] that are common across various model layers, the base models were frozen. These custom layers were added: GlobalAveragePooling2D, Dense(256, ReLU), Dropout(0.3), Dense(128, ReLU), Dropout(0.3), and Dense(3, Softmax) for 3-class classification. Model was trained using Adam optimizer (learning rate=0.001), sparse categorical cross entropy loss and accuracy.
E) Training Configuration

The model was trained with 58 images it was given 100 epochs to learn, using augmented training data with batch size 8. Three call backs were used: Early Stopping (patience=15 epochs, restore_best_weights=True, monitor='val_loss'), ReduceLROnPlateau (factor=0.5, patience=5, min_lr=1e-7), Model Checkpoint (save best model on 'val_accuracy'). Class weights were used to address imbalance when training [10].
Table 2 gives the information Dataset composition showing significant class imbalance.

TABLE 2: Distribution of AFLD Dataset Across Training, Validation, and Test Sets

	AFLD Grade
	Total Samples (N)
	Percentage (%)
	Training Set (70%)
	Validation Set (15%)
	Test Set (15%)

	Normal
	11
	12.6
	8
	2
	1

	Benign
	48
	55.2
	34
	8
	6

	Advanced
	28
	32.2
	16
	5
	7

	Total
	87
	100.0
	58
	15
	14


The dataset consists of de-identified images from clinical practice ensuring that data is anonymous, Ethical adherence to patient privacy laws [26]. All images were classified according to the published ultrasound guidelines into three grades of NAFLD severity. The criteria are based on: [26][27] Normal (no echogenic evidence of steatosis, normal) Benign NAFLD (increased hepatic echogenicity, The vessels are well preserved, and the echogenicity is advanced in NAFLD (severe echogenicity). The terms lost vascular definition, fibrosis signs indicate the presence of fibrosis or the loss of blood vessels. For this pilot study, we analyzed 87 ultrasound images (11 normal, 48 benign, 28 advanced) Available subset of the larger public data set of cases of NAFLD.
F) Model Architecture
The pre-trained base model used was ResNet50 trained on ImageNet, which was frozen to retain the general features [2]. The following custom layers were added: GlobalAveragePooling2D, Dense (256, ReLU), Dropout (0.3), Dense (128, ReLU), Dropout (0.3), Dense (3, Softmax). Total parameters: 24,145,539; trainable parameters: 557,827 [10][11]. 
Table 3 Model Architecture.
	Layer
	Output Shape
	Parameters
	Trainable

	ResNet50 (base)
	(None, 7, 7, 2048)
	23,587,712
	No (frozen)

	GlobalAveragePooling2D
	(None, 2048)
	0
	–

	Dense(256, ReLU)
	(None, 256)
	524,544
	Yes

	Dropout(0.3)
	(None, 256)
	0
	–

	Dense(128, ReLU)
	(None, 128)
	32,896
	Yes

	Dropout(0.3)
	(None, 128)
	0
	–

	Dense(3, Softmax)
	(None, 3)
	387
	Yes


ResNet50 transfer learning architecture (23.6M parameters) with custom layers (0.56M parameters) trained. Feature extraction Strategy: Transfer knowledge from ImageNet to the task of NAFLD classification [2][10].
G) Training Strategy

Model was trained for maximum of 100 epochs with batch size 8 using Adam optimizer (lr=0.001), sparse categorical cross entropy loss and class weighting (2.4167, 0.5686, 1.2083) [11][16]. To avoid overfitting with 58 training images [10][16] the early stopping method (patience=15), the ReduceLROnPlateau method (factor=0.5), and the data augmentation method (rotation = ±15°, zoom = 0.8–1.2) were used. 
Table 4 Training Hyperparameter and Regularization 

	Hyperparameter
	Value
	Purpose

	Optimizer
	Adam (lr=0.001)
	Adaptive per-parameter learning rates [11]

	Loss Function
	Sparse Categorical Crossentropy
	Multi-class classification [10]

	Batch Size
	8
	Limited memory; typical for medical imaging [11]

	Max Epochs
	100
	Early stopping prevents overfitting

	Early Stopping Patience
	15 epochs
	Allows adequate convergence [10]

	Class Weights
	2.4167, 0.5686, 1.2083
	Addresses 12.6%-55.2% class imbalance [16]

	Dropout Rate
	0.3
	Regularization for small datasets [16]

	Data Augmentation
	Rotation ±15°, zoom 0.8–1.2
	Synthetic data from 58 training images [10]


 Optimized training configuration for medical imaging with limited data. Class weights are inversely proportional to prevalence [16]. If validation loss stagnated, learning rate reduction (0.001→0.000125) was used. The training was terminated at epoch 21 due to early stopping.
IV.    RESULTS

A) Dataset Preprocessing and Composition
The pilot study examined 87 publicly available NAFLD ultrasound images (DOI: 10.17632/6rg4hk6728.3): 11 normal (12.6%), 48 benign (55.2%), and 28 advanced (32.2%). Class proportions preserved by stratified splitting were 70% training (58), 15% validation (15), and 15% test (6). All images were resized to 224×224 pixels, normalized to [0,1] range and preprocessed according to ImageNet standards [9].
B) Training Convergence
The model has been trained for 21 epochs and it has not improved in 15 epochs (patience=15 epochs without improvement). The highest accuracy was obtained at epoch 5 (53.33%). Learning rate was reduced 4 times (0.001 → 0.0005 → 0.00025 → 0.000125) via ReduceLROnPlateau callback. Final training accuracy 42.00% and training loss 1.1597 shows learning saturation, despite reducing learning rates [10].
Table 5 Training Convergence and Optimization Dynamics
	Metric
	Value

	Total Epochs Trained
	21

	Best Validation Accuracy
	53.33% (Epoch 5)

	Final Training Accuracy
	42.00%

	Final Training Loss
	1.1597

	Learning Rate Reductions
	4 (0.001 → 0.000125)

	Early Stopping Trigger
	Epoch 21 (15 epochs without improvement)


Table 5 shows training convergence and optimization dynamics for the system. It displays training convergence and optimization dynamics of the system.
Figure 2 shows the learning curve for the model during training. The following graph displays the learning curve of the model while training. Epochs of training dynamics where validation accuracy has reached a plateau at 53.33% with rapid convergence at epoch 5. Multiple learning rate reductions (LR×0.5) and epoch-level dropout (30%) are not enough to train it despite a relatively large ratio of parameters to samples (433,000:1).
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Figure 2 Training and validation curves across 21 epochs

C) Test Set Performance 
For the 14 held out test set, the accuracy is 57.14% (8/14 correct predictions), with a normal sample and 6 benign samples, and 7 advanced samples. The performance of benign class was good with precision 0.5714, recall 1.0000 and F1 score 0.7273. The accuracy of diagnosis for all the 6 benign test samples was 100%. The Advanced class was found to be completely unsuccessful (all metrics 0.0000): the one normal sample in that class was misclassified as benign and all seven advanced samples were misclassified as benign [10][16].
Table 6 Test Set Classification Metrics (n=14)
	Class
	Precision
	Recall
	F1-Score
	Support

	Normal
	0.0000
	0.0000
	0.0000
	1

	Benign
	0.5714
	1.0000
	0.7273
	6

	Advanced
	0.0000
	0.0000
	0.0000
	7

	Accuracy
	–
	–
	57.14%
	14

	Macro Average
	0.1905
	0.3333
	0.2424
	14

	Weighted Average
	0.3265
	0.5714
	0.4156
	14


The performance of the test sets in the classification task (n=14 samples). Behavior wise difference between classes: benign class has 100% recall (6/6 correct), whereas normal and advanced classes have 0% recall. Pattern represents a learning process towards the majority class caused by class imbalance and inadequate minority class representation [13][16].
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Figure 3. Confusion matrix – predictions for test set.
All 14 test samples that were predicted as being benign were indeed benign (benign column heavily concentrated). Diagonal benign element (8) is correct predictions. The off-diagonal elements (1 normal, 7 advanced) indicate misclassifications as being benign. Class bias in learning towards majority class (55.2% in training samples).
D) ROC-AUC Analysis
One-vs-rest approach was followed to calculate roc curves per class. Regarding the discrimination ability, benign class reached AUC=0.646 which is considered as moderate. Normal class: AUC=0.125 (close to random). The AUC of advanced class was 0.50 (the performance of a random classifier). Such asymmetric AUCs demonstrate the model's ability to learn the features of benign class and the inability of the model to distinguish the normal and advanced classes [10].
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Figure 4 ROC Curves

Figure 4. ROC curves for Multi-Class Classification (One-vs-rest). Benign class (blue) exhibits above-random discrimination. Near-random performance, with normal class (red) having AUC=0.125 versus Advanced class (green) having AUC=0.50. Random classifier baseline (black dashed line) is offered for reference. The uneven performance between classes stems from the high-class imbalance and data scarcity effect on the learning of minority classes [10].
E) Architectural Variant Performance Comparison
To check if the performance degradation was due to data or architecture, we tried variations of the MLP: (1) ResNet50 fine-tuning with last 20 layers unfrozen (lr=1×10⁻⁵): 53.33% accuracy; (2) MobileNetV2 lightweight architecture: 28.57% accuracy; (3) Enhanced augmentation (rotation ±45°, zoom 0.6–1.4): 57.14% accuracy (unchanged). All variants fit into a 53-57% range and thus showed that the limiting factor was the size of the datasets and not architecture [13,6].
Table 7 Architectural Variant Performance Comparison
	Architecture
	Test Accuracy
	Finding

	ResNet50 Frozen (baseline)
	57.14%
	BEST

	Fine-tuning (unfreeze last 20 layers, lr=1e-5)
	53.33%
	Degraded; overfitting [13]

	MobileNetV2 (lightweight)
	28.57%
	Collapsed; insufficient capacity [13]


To check if the performance degradation was due to data or architecture, we tried variations of the MLP: (1) ResNet50 fine-tuning with last 20 layers unfrozen (lr=1×10⁻⁵): 53.33% accuracy; (2) MobileNetV2 lightweight architecture: 28.57% accuracy; (3) Enhanced augmentation (rotation ±45°, zoom 0.6–1.4): 57.14% accuracy (unchanged). All variants fit into a 53-57% range and thus showed that the limiting factor was the size of the datasets and not architecture [13,6].
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Figure 5 Sample Predictions

Green titles are the correct predictions made (benign class 3 samples). Red titles represent predictions that are wrong (2 normal wrongly predicted as benign, 4 advanced wrongly predicted as benign). The range of the confidence scores is 0.41–0.62, meaning that the predictions on wrong classes are more than confident. Despite low overall accuracy, demonstrates model's benign-biased learning.
V. DISCUSSION
A) Interpretation of Results
In this preliminary study, a test accuracy of 57.14% was obtained with transfer learning using ResNet50 on 87 NAFLD ultrasound images, lower than the clinical deployment threshold (≥85%) [10][20][22]. The model showed asymmetric class-wise behavior, with 100% recall on benign samples (F1 = 0.7273) and complete failure on normal and advanced classes (recall 0.0000). This pattern indicates that the model traded off the overall accuracy by predicting benign for all samples while learning minimal discriminative features for minority classes [13].
B) Identification of Bottle neck

The main bottleneck is the large gap between the number of parameters and the number of training samples: 24.1M trainable parameters over 58 training samples yields a ratio of 433,000:1 [13]. This is well beyond theoretical guidance of 10:1 to 100:1 ratio, meaning parameters outnumber training samples by 4,330-43,300 times [13]. This huge difference explains all the experimental phenomena observed.

C) Evidence: Architectural Variants Converged
Evaluation of architectural variants confirmed that data scarcity was the limiting factor, not the choice of algorithm. Fine-tuning (unfreeze last 20 layers, lr=1×10⁻⁵) reduced accuracy to 53.33%, indicating overfitting beyond the capacity of 58 training images [13]. MobileNetV2 lightweight architecture only gets 28.57%, which indicates that the reduction of parameters is not enough to solve the fundamental problem of data shortage [13]. Enhanced augmentation kept 57.14% accuracy intact, confirming augmentation cannot overcome severe parameter-to-sample mismatch [10][16].  All variants converged around the range of 53-57% (ΔAcc=4.81%) showing that architecture does not matter when data is the bottleneck [13][6].
D) Data Requirement Quantification
Foruzan et al. [23] classified NAFLD using ResNet50 with SVM ensemble and got 85% accuracy on 240 images. Extrapolate: (85% - 57.14%) / (240/87) = 10.1 % points improvement per 87-image increment. To get from 57% to 85%: (28 points) ÷ 10.1 points/increment × 87 images = ~240 more images needed. Combined with current 87 images and balanced class requirement (100–150 per class): 300–450 total images (100–150 per class) required for ≥85% clinical-grade accuracy [23][10][20][22].
E) Clinical Significance
The model exhibits promising screening characteristics with 57% overall accuracy below clinical deployment thresholds. The 100% recall on benign samples shows that the model successfully identifies all benign NAFLD with high confidence. With current data, the 2-class (benign vs non-benign) classification may perform better than the 3-class severity grading, and the value in clinical workflow is as a preliminary screening before radiologist assessment [10][20]. Combining ultrasound images with clinical biomarkers (age, BMI, ALT, AST, glucose, lipids) in a multi-modal learning approach could increase the diagnostic accuracy. This is of particular interest if images are scarce [28].
F) Comparison with Literature
The work is consistent with established principles. Foruzan et al. [23] achieved 85% NAFLD accuracy with ResNet50/SVM with 240 images. Our pilot (87 images, 3.6× less data) achieved 57.14% accuracy, consistent with power law relationships (accuracy improves 5-10% for every doubling of data [6]). Skin cancer detection with 99.3% sensitivity, on 129,450 images [20] COVID-19 detection with 98% accuracy, on 6,000+ images [22] Alzheimer's detection with <500 images, using transfer learning [21] We observe a pattern: accuracy scales with data volume via power-law relationship [6][28].
G) Limitations and Mitigation
The study's limited generalizability—which might be addressed by gathering data from many centers—was caused by the examination of 87 photos from a single public dataset. Operator bias is introduced when all images are assessed by a single radiologist [27]; multi-observer annotation will be used in future studies. Ten clinical factors were not included in image-only analysis; multi-modal integration is scheduled for Phase 2. Model interpretability was not implemented; Grad-CAM and LIME will be used in future work [29, 30]. Although it has limitations, the ultrasound reference standard (not biopsy) represents clinical practice [26, 27]. There will be no evaluation of fairness among demographic groupings; stratified external validation is envisaged [10].
VI. CONCLUSION

Using 87 publically accessible pictures, this pilot study evaluated the viability of transfer learning for NAFLD ultrasonography severity evaluation (DOI: 10.17632/6rg4hk6728.3). There were three key conclusions: First, feasibility was demonstrated—ResNet50 demonstrated technical soundness and repeatability for NAFLD ultrasonography evaluation, achieving 57.14% test accuracy with 100% benign recall [10][23]. Second, the bottleneck was located and measured; extensive testing across architectural variations (fine-tuning, MobileNetV2, increased augmentation) verified that the limiting element was dataset size rather than architecture. All architectural alternatives converged within the 53–57% accuracy range [13] since the parameter-to-sample ratio (433,000:1) greatly exceeds the suggested 10:1–100:1 limit [13][6]. Third, the amount of data needed was measured; evidence-based research indicates that in order to attain clinical-grade performance (≥85% accuracy), 300–450 balanced images each class (900–1,500 overall) are needed [23].
A clinically viable deployment pathway is established and realistic resource planning is made possible by this clear quantification. Data collecting should be strategically prioritized over architectural innovation, according to the core premise motivating this effort, which states that in data-limited domains, dataset size impacts performance more than algorithmic sophistication [6][13][28]. Future multi-modal learning integration and repeatable research are made possible by the publicly accessible NAFLD dataset [10][28]
VII. FUTURE SCOPE

Future research should use several concurrent attempts to develop this pilot toward clinical application [10][23][28]. First, in order to overcome the existing data bottleneck, multi-center data collection across 5–10 hospital locations is crucial, aiming for 500–1,000 balanced ultrasound pictures with complete clinical information (age, BMI, ALT, AST, glucose, lipids) [10][23]. Simultaneously, advanced architectures like Vision Transformers and EfficientNet should be evaluated once adequate data becomes available, along with ensemble methods to improve robustness [5][3]. The additional features of the dataset can be utilized for enhanced diagnostic accuracy using multi-modal learning that integrates clinical biomarkers with ultrasound pictures [28]. To guarantee radiologist trust and safe deployment, interpretability implementation using Grad-CAM, LIME, and feature importance analysis is essential prior to clinical use [29][30]. 
Clinical validity and generalizability will be established by external validation at independent sites with biopsy correlation [10], and equitable performance is ensured by fairness assessment across demographic groupings [10]. Translation from research to clinical implementation will be completed by PACS integration, workflow improvement, regulatory approval processes (FDA 510(k) submission), and randomized controlled studies comparing model evaluation to standard radiologist care [10]. This all-encompassing plan, which aims for a 2.5–3-year schedule, will move NAFLD ultrasonography evaluation from proof-of-concept to clinical implementation, supporting population-level NAFLD surveillance and offering easily accessible screening tools for settings with low resources [10][28].
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