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Abstract—Prompting strategies for large language models, including chain-of-thought reasoning, few-shot demonstrations, instruction tuning, and automatic prompt optimisation, have become central to how practitioners extract useful behaviour from these systems without modifying model weights. Recent growth in research on these methods has produced a wide and fragmented body of work that spans reasoning benchmarks, medical applications, code generation, and multilingual settings. This paper presents a comprehensive review of sixty-six studies published between 2021 and 2025, covering commonly examined technique categories, datasets, evaluation approaches, and reported limitations. Stepwise reasoning formats, in-context learning, zero-shot instruction following, soft prompt tuning, and agent-style iterative prompting have each shown meaningful improvements over baseline approaches across diverse task types. A systematic review process is used to compare performance trends and surface recurring limitations such as output sensitivity to phrasing, the absence of standardised benchmarks, prompt injection vulnerabilities, and limited multilingual coverage. The study draws attention to future directions including security-aware prompting, cross-lingual adaptation, explainable prompt analysis, and unified evaluation infrastructure. Taken together, the reviewed work demonstrates that prompt engineering has matured into a field with genuine technical depth, though several foundational problems remain unresolved.   
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I. Introduction 
The main objective of this paper is to study different prompting strategies developed for large language models and to understand how these techniques influence the quality, reliability, and generalizability of model outputs across diverse tasks. A large language model, once trained, holds all of its learned behavior in fixed parameters. Every response it produces is shaped entirely by the text it receives at inference time, which means that the way an input is written becomes the primary variable a practitioner can control. Small changes in how a question is posed, whether an example is included, or how a reasoning step is framed can shift model outputs substantially, making prompt design a practical engineering problem with real consequences.
In recent years, prompting has evolved from a marginal concern into a dedicated area of research, driven by the observation that models with hundreds of billions of parameters can fail on simple tasks when prompted poorly and succeed on hard tasks when prompted thoughtfully. Traditional approaches to adapting these models, such as fine-tuning on labelled data, remain effective but require significant computational resources and domain-specific datasets. Prompting offers a complementary path: by structuring the input carefully, practitioners can redirect a general-purpose model toward specialized behavior without any weight updates. This property has made prompting particularly attractive in settings where data is scarce, budgets are limited, or tasks change frequently.

This paper reviews and analyses sixty prompting studies reported in the literature between 2021 and 2025, compares performance findings across technique categories and benchmarks, and identifies research gaps and future directions for improving the reliability and applicability of prompt-based methods.
A. Factors That Affect Prompt Performance
Model scale: – Many prompting strategies, including chain-of-thought reasoning and instruction-following, produce reliable gains only above a threshold model size. Below that threshold, the same techniques can yield no improvement or degraded results, which complicates their use in compute-constrained settings.
Task ambiguity: – When a prompt does not specify the expected output format, scope, or level of detail precisely, the model must infer intent from context. That inference is often incorrect, particularly for tasks that sit at the boundary of the model's training distribution or that require nuanced judgement.

Example selection: – Few-shot prompting is sensitive to which examples are chosen and in what order they appear. Poorly chosen examples can mislead the model even when each example is individually correct, while well-chosen examples can substantially improve performance on tasks the model otherwise handles poorly.

Prompt injection risk: – Applications that allow external text to reach the model as part of a prompt face a security risk: adversarial inputs can be crafted to override system-level instructions and redirect model behavior in unintended ways. This risk is especially relevant in automated pipelines that process user-submitted content.

Distribution mismatch: – A prompt validated on a benchmark drawn from one source may fail when applied to inputs from a different domain, language, or user population. The gap between controlled evaluation conditions and real deployment environments is a consistent source of unexpected performance degradation.
B. Background On Prompt Engineering
Prompt engineering refers to the practice of designing and refining the text input given to a language model in order to elicit desired outputs. Its origins lie in the observation that pre-trained language models, which learn statistical patterns from vast corpora, can be guided toward specific behaviors through the structure of their inputs rather than through changes to their weights. Early demonstrations of this possibility appeared in the context of masked language models, where task-specific behavior was induced by formulating inputs as fill-in-the-blank templates. As models shifted toward autoregressive generation and grew in scale, the same intuition applied more broadly: by constructing inputs that resembled the beginning of the kind of text the model should produce, practitioners could steer outputs in useful directions.
The release of large-scale autoregressive models around 2020 made prompt engineering practically significant at a new level. These models, trained on diverse internet text, could perform tasks they had not been explicitly trained on, provided the input was structured to suggest the correct framing. Few-shot prompting, in which a small number of worked examples precede the target query, became a standard baseline almost immediately. Researchers then began examining the conditions under which it worked, how sensitive it was to the specific examples chosen, and whether comparable results could be achieved with no examples at all. Chain-of-thought prompting extended the approach in a different direction, demonstrating that prompting a model to reason step by step before stating its answer improved performance on arithmetic and logical tasks substantially. Instruction tuning, which involved training models on diverse task descriptions expressed as natural language instructions, produced models that could follow novel instructions in zero-shot settings. Soft prompt tuning optimized continuous input embeddings rather than discrete text, enabling parameter-efficient adaptation. Agentic frameworks extended prompting into multi-turn interactions in which the model alternated between reasoning and taking actions in an external environment. Each of these developments expanded the scope of what prompt engineering covers, turning it from a narrow trick into a broad field of inquiry.
II. Literature Survey
A. Prompting Techniques Categories and Surveys
Several research groups have worked toward organizing the growing body of prompting literature into structured taxonomies. Early surveys catalogued technique categories, proposed shared vocabulary, and identified that no single prompting approach consistently outperforms others across all task types [1, 2, 3]. Focused reviews have further mapped sub-areas including prompt compression, multilingual prompting, and visual prompt engineering [7, 8, 9, 10].
B. Chain of Thought Reasoning Methods
Asking a model to work through intermediate reasoning steps before producing an answer consistently improves performance on arithmetic and logical tasks, with gains most pronounced in larger models [30]. Zero-shot variants achieve similar results by instructing the model to reason without worked examples, while self-consistency methods improve reliability by sampling multiple chains and selecting the majority answer [31, 32].
Structural extensions organized reasoning as trees or graphs, allowing multi-path exploration and non-linear problem solving at the cost of greater computation [33, 34]. Decomposed prompting further addressed compositional tasks by chaining modular sub-problem handlers, outperforming flat chain-of-thought on hierarchically structured inputs [58].
C. Few Shot and In-Context Learning
In-context learning lets a model infer task requirements from examples placed directly in the prompt, though performance is sensitive to example choice and ordering in ways that are not predictable from task semantics alone [52]. Calibration methods, automated template search, and uncertainty-based example selection have each been used to reduce this sensitivity and improve consistency across classification and reasoning benchmarks [39, 52, 53, 56].
D. Instruction Tuning and Zero-Shot Generalization
Training models across a broad collection of tasks expressed as natural language instructions produced strong zero-shot generalization to unseen task types, with diversity of training tasks mattering more than depth in any single task [54, 55]. These findings elevated zero-shot prompting from a baseline comparison to a practical target, reducing dependence on labelled examples at inference time.
E. Automatic Prompt Optimsation

Automatic prompt optimization uses language models to generate, score, and iteratively refine candidate prompts, with early work showing that automatically selected instructions can outperform those written by experienced researchers [50]. Surveys of these methods identified five recurring design components across the literature, while interactive and sequential optimization variants have reduced query costs and improved reliability in practice [4, 44, 45].
F. Soft Prompt Tuning and Parameter-Efficient Methods

Soft prompting methods optimize continuous input embeddings through gradient descent rather than discrete text, with prefix tuning and prompt tuning both achieving results comparable to full fine-tuning while updating only a small fraction of model parameters [48, 49]. Their practical drawback is that the trained embeddings are not human-readable, making failure analysis difficult without additional interpretability tools.
G. Agentic and Iterative Prompting

Agentic prompting frameworks interleave reasoning traces with external tool calls, outperforming reasoning-only or action-only baselines on tasks requiring factual retrieval and inferential integration [35]. Iterative designs such as verbal reinforcement and self-refine further improve output quality by having the model evaluate and revise its own responses across successive steps [59, 60].
H. Domain-Specific Applications

Prompting strategies have been applied across medical question answering, systematic review screening, materials science classification, code review, and building energy reasoning, with output quality shown to vary meaningfully by prompting format in each domain [20, 21, 22, 23, 24, 27]. A consistent finding is that general NLP prompting strategies do not transfer reliably to specialist contexts without iteration against domain-specific validation data.
I. Robustness,Security and Evaluation Integrity

Robustness benchmarks have found that prompt performance degrades substantially under adversarial rephrasing, while prompt injection attacks have been documented as real security vulnerabilities in deployed systems [18, 40]. Empirical work also showed that models can perform well on semantically misleading prompts, raising doubts about whether reported benchmark gains reflect genuine task understanding or surface-level pattern matching [51]. Apart from these, various other works also display the limitations related to the applications ([61]- [66]).
TABLE I: PROMPTING STRATEGIES FOR LARGE LANGUAGE MODELS: CHARACTERISTICS AND APPLICATIONS
	Technique Type
	Primary Strength
	Known Limitation

	Standard CoT
	Elicits step-by-step reasoning
	Needs very large base models

	Zero-Shot CoT
	Works with no labelled examples
	Highly sensitive to phrasing

	Self-Consistency
	Majority-vote over chains
	3x inference overhead

	Auto-CoT
	Automates chain construction
	Noisy auto-generated chains

	Least-to-Most
	Bottom-up sub-problem solving
	Sub-problem ordering matters

	Few-Shot ICL
	Infers task from examples
	Order and selection sensitive

	Calibrated Few-Shot
	Reduces format-induced bias
	Calibration adds overhead

	Instruction Tuning
	Strong zero-shot transfer
	Template dependency remains

	Multitask Prompted
	Broad zero-shot task coverage
	Expensive multi-task setup

	Auto Prompt Opt.
	Beats human-crafted prompts
	High query cost, instability

	Prefix-Tuning
	Parameter-efficient tuning
	Unstable initialization

	Soft Prompt Tuning
	Matches fine-tuning at scale
	Needs billion-param models

	ReAct / Agentic
	Reasoning + tool-use loop
	Tool and memory dependence

	Decomposed Prompt.
	Modular handler chaining
	Complex handler design

	Self-Refine
	Iterative output refinement
	Refinement loop is costly


III. Methodology
The methodology adopted in this review focuses on analysing prompting techniques for large language models by collecting, filtering, and comparing recent research studies based on their methods, benchmarks, and reported findings. A systematic review process was followed so that the basis for including or excluding any particular paper was consistent and transparent throughout.

Initially, relevant publications covering prompting methods for large language models were gathered from publicly available scientific databases including arXiv, the ACL Anthology, IEEE Xplore, ScienceDirect, the ACM Digital Library, PubMed, and ResearchGate. Studies were selected that focused specifically on prompt design, in-context learning, instruction tuning, reasoning elicitation, automatic prompt optimisation, soft prompt tuning, and domain-specific prompting applications. A filtering process was then applied to retain only those papers that reported clear experimental methodology, used identifiable datasets or benchmarks, and provided quantitative or comparative evaluation results. Duplicate entries and papers addressing prompting only incidentally within a broader topic were excluded. Figure 1 represents the publication trend between 2021 to 2025. 
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Fig.1: Publication trend between 2021-2025.
Pre-processing and setup choices reported in the reviewed studies, including example selection strategies, template construction methods, and evaluation protocol design, were examined to understand their influence on reported outcomes. Different prompting technique families such as chain-of-thought variants, few-shot and zero-shot methods, soft tuning approaches, and agent-style frameworks were analysed to identify their respective strengths, failure modes, and conditions of applicability.

Performance comparison across studies was conducted using the evaluation metrics each paper reported, including task accuracy, exact match scores, F1, and pass-at-k for code generation tasks. Recurring challenges identified across multiple independent papers, such as output instability under rephrasing, prompt injection vulnerabilities, limited multilingual coverage, and the absence of shared evaluation standards, were aggregated into the research gap analysis presented in Section IV.

The findings extracted from the sixty selected studies are presented in tabular and descriptive form throughout this paper. The three tables summarise technique characteristics, benchmark coverage, and identified research gaps respectively, providing a structured reference for readers selecting or designing prompting methods. Overall, the adopted methodology supports a comprehensive comparison of existing approaches and enables identification of the most consequential open problems in prompt engineering for large language models.

IV. Research gaps and future scope
Despite the progress made in prompting research over the past four years, a number of foundational difficulties have not been resolved and continue to limit the reliability and applicability of current methods in real deployment settings.
The absence of shared standards for describing and evaluating prompts is the most structurally significant problem. Research groups use different terminology for techniques that are functionally similar, test on benchmarks that others do not use, and report metrics that cannot be converted into a common scale. The result is that the literature grows without building on itself in the way that structured benchmarks have allowed other areas of machine learning to accumulate progress. No single paper can correct this; it requires coordinated effort at the community level to establish common task definitions, reporting conventions, and evaluation suites.

Output sensitivity to surface-level variation in prompt wording is a second persistent concern that cuts across technique categories. Every family of prompting methods tested under adversarial rephrasing has shown performance degradation, sometimes large. The practical consequence is that prompts developed and validated under controlled conditions may fail in deployment, where user inputs vary in ways that are difficult to anticipate. Methods for characterizing a prompt's robustness before deployment, and for selecting or training prompts that maintain performance under realistic variation, are at an early stage.

Security represents the gap with the most immediate practical consequence. Prompt injection is a documented attack with real-world consequences in deployed systems, and current defenses are insufficient for general use. The challenge is structural: the same property that makes natural language prompting flexible, its openness to arbitrary text input, creates attack surface that is difficult to bound. Progress requires both engineering work on detection and filtering and research work on evaluation frameworks that can measure resistance to manipulation under realistic adversarial conditions.

Multilingual coverage remains thin despite the global reach of language model deployments. The overwhelming majority of prompting research has been conducted in English, and the techniques developed in that context do not transfer without adaptation to languages with different morphological structure, lower pre-training representation, or different script systems. As these models are adopted in countries and communities where English is not the primary language, the gap between what the research literature supports and what deployment requires will widen unless it is directly addressed.

Another important limitation observed in current research is the lack of explainability in prompting decisions. Although prompted models achieve high accuracy on many benchmarks, the connection between specific prompt wording and particular model outputs is not well understood. This makes it difficult to debug failures, to anticipate how a prompt will behave on novel inputs, and to satisfy the interpretability requirements of clinical, legal, or regulatory deployment contexts. Explainable prompting methods that connect input design to output behaviour at a mechanistic level would substantially extend the range of settings in which these systems can be used responsibly.

Future research should focus on developing prompting frameworks that are robust under realistic input variation, secure against adversarial manipulation, and applicable across a broader set of languages and domains. Automatic prompt optimisation methods that operate with fewer model queries, soft prompting techniques that produce human-readable outputs, and unified evaluation infrastructure that allows results to be compared across studies would each contribute meaningfully to closing the gaps identified here. Addressing these challenges will help in building prompt engineering into a mature engineering discipline rather than a collection of ad hoc techniques validated on a narrow set of benchmarks.

V. RESULTS 
The main objective of this paper is to present a comprehensive study of prompting strategies for large language models, drawing on sixty-three published works from 2021 through 2025. The techniques discussed in the reviewed literature demonstrate that prompt engineering has grown from an informal practice into a field with genuine technical depth, covering stepwise reasoning formats, calibrated few-shot learning, instruction-tuned zero-shot generalization, automatic prompt construction, parameter-efficient soft tuning, and agent-style iterative interaction. Each of these categories has produced measurable improvements over baseline approaches on a range of standard benchmarks, and together they have expanded the set of tasks that large language models can handle without any modification to their weights. Figure 2 represents Accuracy Gain Over Baseline by Technique as Shown below.
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Fig. 2: Accuracy Gain Over Baseline by Technique

The analysis shows that different studies use diverse benchmarks, prompting formats, and evaluation metrics, which makes direct comparison across papers difficult and limits the conclusions that can be drawn about which techniques are genuinely superior. In several research works, prompting methods achieved strong accuracy and task success rates; however, the results also depend on factors such as model scale, example selection quality, and the specific evaluation protocol employed. Some studies emphasize reasoning performance, while others focus on generation quality, domain-specific accuracy, or robustness to adversarial inputs, indicating that no single prompting approach is universally optimal across all task types and deployment conditions. Figure 3 represents domain wise distribution of Studies.  
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Fig. 3: Domain wise distribution of Studies.

Motivated by the growing use of large language models in high-stakes settings and the availability of diverse benchmarks across language understanding, reasoning, code, and scientific domains, researchers continue to explore advanced prompt engineering techniques. Although current methods show meaningful results, challenges such as output sensitivity to phrasing, lack of explainability, prompt injection vulnerabilities, limited multilingual coverage, and the absence of standardized evaluation frameworks remain unresolved. Future research should aim at developing robust, interpretable, and secure prompting methods that can assist practitioners in building reliable systems across a wide range of real-world applications.  
VI. CONCLUSION

This paper looked at sixty-three studies on how to get the best out of language models. These studies were done between 2021 and 2025. They showed how different techniques like chain-of-thought reasoning and shot in-context learning can help large language models do better at different tasks. The studies also looked at instruction tuning and automatic prompt optimization. What they found was that when you design prompts in a way large language models can do a lot better without needing any changes to the model itself. This is a thing because it is simple and does not cost a lot. It can be used for things like answering medical questions, generating code and reasoning in many languages. Even with all this progress there are still some problems. For example, the models can be very sensitive to how the prompt's worded. They can also be tricked into doing things they should not do. They do not work well with many languages. We also do not have a way to test how well they work. It is hard to understand why they give certain answers. These are problems that make it hard to rely on these models in the real world. The large language models and the way we use prompts to get information from them need to be improved. We need to make sure they are strong easy to understand and safe to use. We also need a way to test them. If we can do this then we can use language models in important situations and, in many languages and we can trust that they will work well.
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