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Abstract—As automated web scraping represents nearly half of global internet traffic, current perimeter-based security ap-proaches fail to create a deterrent effect against modern distributed attacks. This paper presents Project Nectar, an application-layer active defense middleware designed for the Node.js/Express.js framework. In contrast with passive firewalls aiming at the identification and rejection of the attacker, Nectar concentrates on the economic cost of the attack itself. By combin-ing a Robots Exclusion Protocol compliance checker with invisible bait injection, asynchronous HTTP Tar Pit and cryptographically signed Recursive Dynamic Path Generation (DPG) maze, Nectar creates an endless cycle of resource attrition by delivering low-bandwidth high-latency responses to non-compliant scrapers. An attrition ratio of 1:600 is achieved where a minimal CPU usage by the defender leads to the exhaustion of threads used by distributed botnet scraper attacks at all three adversarial levels. The solution provides a false positive rate of 0 percent in 50,000 simulated user sessions, preserving user experience and maximizing adversary costs. This paper describes Nectar’s threat model, fully implements the algorithmic approach, and evaluates the solution against Level 1 (primitive script), Level 2 (framework-based) and Level 3 (headless browser) adversaries.
Index Terms—Active defense, web security, tar pit, web scrap-ing, resource attrition, economic deterrence, Node.js middleware, honeypot, dynamic path generation,robots exclusion protocol.

I. INTRODUCTION
The modern digital economy is based on the ubiquity and availability of data. Yet, this essential openness has led to the development of a huge and highly predatory environment of automated agents. According to recent industrial audit studies, malicious ”bad bots” comprise up to 47 percent of all web traffic worldwide [1]. Automation of this kind is not merely a minor problem but an elaborate multi-billion industry, where data of various kinds including intellectual property rights, competitive prices, and even personal information are harvested in bulk without payment or consent. Given that the use of web-based delivery systems is increasingly widespread, the security of the digital resources of firms is constantly threatened by scrapers taking advantage of protocols meant for human interaction [24]. The development of scraping tools powered by artificial intelligence [18] has only made things worse.
A. The Failure of Passive Perimeter Security
The conventional method of securing websites has his-torically involved perimeter defenses of a passive nature. The methods of mitigating threats through blacklisting, rate limiting, User-Agent filtering, and the use of Web Application

Firewalls (WAFs) have traditionally been based on a detect-and- block strategy that has proven itself inadequate against the complex threat environment of today’s web. One such develop-ment which has been key in undermining the viability of these strategies has been the commoditization of “Residential Prox-ies” [3]. By utilizing millions of authentic internet connections within the private networks of residential users, the scraper service providers can easily evade any IP reputation system [26]. In cases where IP blocking occurs, the bot will simply change to another IP, one from amongst hundreds of thousands of them [27]. This leads to the phenomenon of whack-a-mole, where the defender spends considerable computational effort in detection and mitigation, while the attacker pays only a small amount per rotation. One of the more common forms of passive defense is CAPTCHA-based validation, but this is quickly becoming obsolete. Services that solve CAPTCHAs, relying on cheap manual labor and advanced computer vision models, can solve most common types of CAPTCHAs in seconds, for pennies per solve [2]. As such, any friction introduced to the attacker is minimal, whereas the friction introduced to the legitimate user is substantial.
B. The Economic Gap in Defensive Modeling
At the core of the issue of web scraping lies the very fundamental and structural economic inequality. The cost of a scraping attack in terms of compute, proxy services, and CAPTCHA solving fees is extremely small compared to the value of the data that could potentially be extracted. A competitive intelligence agency, for example, can continuously monitor the price levels in an entire online catalog at a monthly cost measured in tens of dollars. The defender bears all of the costs related to the use of compute to inspect, filter, and block traffic, in addition to indirect costs such as false positive errors and poor user experience. This is what we refer to as the “Economic Gap,” where the defender is structurally disadvantaged. Gordon’s classic work on the economics of information security investment [23] formally demonstrates that a rational defender must maximize adversarial costs, rather than simply block adversarial identity. As Anderson [25] further points out, persistent failures of security in net-worked systems are often failures of incentives rather than technology.
C. Active Defense: Shifting the Burden
Active defense is a paradigm shift from passive avoidance to active and strategic engagement with the adversary [4].

The purpose of Project Nectar is to close the Economic Gap through asymmetrical resource attrition. Instead of sim-ply blocking a potential scraper and releasing its resources for reuse, Nectar traps the agent in a re- source intensive trap, which keeps its network threads occupied indefinitely. Through the use of Node.js’ asynchronous, non-blocking I/O, Nectar maintains thousands of trap sessions while using close to zero server-side CPU cycles. The idea behind Moving Tar-get Defense (MTD) [28] is also applied to this process; through dynamic generation of cryptographically signed mazes, Nectar creates a fluid attack surface for scrapers, ensuring that none of the paths found are cacheable or shareable. Game theoretic reasoning [31] shows that where a defender can impose unlimited costs on an attacker at near zero marginal cost to itself, the Nash equilibrium is retreat by the attacker.
D. Contributions
This paper contributes to the literature in the following ways::
· We develop, deploy, and release an open-source product called Project Nectar, an operationalized Express.js mid-dleware for active defense through asymmetric attrition of HTTP-layer resources.
· We propose a two-violation trigger approach based on the Robots Exclusion Protocol, which we prove to have zero false positives in all scenarios studied.
· We propose a cryptographic Recursive Dynamic Path Generation (DPG) algorithm that generates an infinite and non-reproducible maze graph structure, thereby making memoization ineffective as an evasion tactic.
· We outline a tiered adversarial model of three classes of scraping agents and demonstrate Nectar’s attrition ratio against all three, yielding a mean 1:600 ratio.
· We perform a security analysis of the system against potential evasion techniques and denial-of-service attacks.
II. LITERATURE SURVEY AND RELATED WORK
The landscape of web-based deception and bot mitigation has evolved through several distinct epochs, moving from sim-ple signature-based detection to complex behavioral analysis and, ultimately, to active resource attrition.
A. The Evolution of Honeypots and Deception Systems
The seminal research by Cohen [6] defined the honeypot as a security asset whose worth is based on its exploitation by an unauthorized entity. This philosophical reversal of deriving value by creating vulnerability forms the basis of all future security solutions built on deception. Provos’ Honeyd [7] introduced the idea of network emulation to create decoy virtual networks that could be used to mislead and study the attacker at the IP level. Very successful against worms and port scanners, the network-level honeypots cannot counter the application-level scrapers due to their inability to create realistic HTTP stacks and browser headers.
Further research moved to the identification of web layer attacks. Canali et al. [8] studied the behavior of web ap-plication firewalls and showed that signature-based methods

fail when dealing with polymorphic bots that randomize their requests. The theory of cyber deception is presented in [33], where it is shown that any deceptive system should use the heuristics of the attacker instead of exploiting his ignorance of the deception.
B. Web-Layer Identification and Trap Mechanisms
The concept of “Web Traps” was put forward by Guillou et al., who use hidden HTML anchor tags to detect the presence of automated crawlers that ignore the actual rendering of HTML elements [9]. McKenna [10] then proposed a honeypot-based web robot detection mechanism, pointing out that al-though effective in detection, early traps were not punitive; the bot could just end the current session and start another session at little cost. It has been recently reported that headless browsers are progressing fast, being able to render full CSS environments and executing JavaScript scripts [11], effectively making many existing CSS-based invisibility tricks useless [12]. Necessity of more sophisticated detection mechanisms arose as a result. Sun et al. [29] investigated proactive content obfuscation as an additional measure, but it inevitably comes at a cost, namely, increased latency for all users. The dual-violation trigger design used in Nectar does not incur such overhead. White [30] proposed the concept of “honey-tokens,” extending honeypot ideas to modern web applications and showing that invisible bait is still effective.
C. Recursive Traps and Thread Exhaustion
The “SpiderTrap” method [13] was created by Lewandowski et al. to analyze bots’ behavior using dynamically generated hyperlink networks, with demon-stration that automated link-followers could be identified using their behavior in the infinitely complex link graph [14]. However, SpiderTrap was a passive research tool that did not impose any resource costs upon the trapped bot except for the time needed to follow links. Tar-pits for DDoS mitigation were described by Mori et al. [16] in terms of their network-layer use, where artificial slow TCP connections were found capable of consuming the attacker’s resources without imposing significant cost to the defender. Implementations in application layer, i.e., for HTTP/1.1 stacks, are still relatively rare [15]. Deshmukh and Nair [17] provided a theoretical underpinning for “Active Resource Attrition,” demonstrating that automated scrapers, because of their reliance on concurrency and timeouts, are uniquely vulnerable to time-based traps.
D. Game-Theoretic and Economic Perspectives
The dynamic relationship between the web defender and the recurring scraper can be considered as an asymmetric game involving two players. The discussion on game theory by Osborne [31] shows that under the condition that the cost function of continued engagement is super-linear for one player and sub-linear for the other, the rational equilibrium will be withdrawal of the attacker. The rationality of this approach can also be explained in terms of the optimal investment for security in markets described by Gordon [23]: when the

defensive investment produces decreasing marginal benefit against a determined adversary, the rational strategy for the defender is to change the cost structure of the adversary rather than his own. This argument is also supported by Anderson [25], noting that the most enduring security enhancements to

D. Formal Adversarial Objective
The adversary’s objective is to maximize data extraction E
while minimizing time expenditure T and proxy cost C:
E

networked computing have come through economic changes.

max
T,C



T + C

(1)


III. THREAT MODEL

Nectar is designed to counterattack automated web scrapers

Nectar’s design goal is to drive this efficiency ratio to zero by making T and C unbounded for any non-compliant agent:
E

that go against the Robots Exclusion Protocol [5] and access web pages that are off-limits to automated bots. This system

lim
T→∞ T + C

≈ 0	(2)

considers an attacker who has distributed IP address resources, residential proxy servers, headless browsers, and concurrent crawling capabilities [19]. Nectar is explicitly not designed to target search engines, authorized API users, or human users since they will be automatically disqualified under the double violation trigger mechanism.

A. Level 1: The Primitive Script
The most widely used type of scraper is a synchronous Python program that makes use of the Requests library for HTTP requests and BeautifulSoup for HTML parsing. Such agents work sequentially by following all the anchor tags present in the source code of HTML without considering any CSS or JavaScript processing. They are very vulnerable to bait injections since they do not differentiate between visible and invisible elements in the DOM tree. Synchronous processing ensures that a single tar pit connection can halt the whole execution process.

B. Level 2: The Framework-Based Scraper
Scrapy and other similar scraping engines work with a con-figurable pool of concurrent worker coroutines, thus allowing for multiple URLs to be crawled simultaneously. The weak-ness of Scrapy and other similar tools is that their concurrency pool is limited in size. The tar-pit engine of Nectar takes advantage of this limitation by keeping all triggered coroutines connected in an endless loop until the entire connection pool gets exhausted. This means that the whole operation stops regardless of the number of proxy IPs used.

C. Level 3: The Headless Browser
Puppeteer or Playwright is used by the most advanced attacker for driving headless Chromium with full JavaScript execution and CSS rendering. These bots are capable of solving many CAPTCHAs, performing dynamic actions on web pages, and evading basic CSS hidden baits. To counter level 3 bots, Nectar uses Structural Deception, which involves placing the bait links outside the viewport with absolute coordinates, aria-hidden=”true” attribute. To automated DOM traversal, these links look like valid anchor elements but are completely invisible to the human eye [19].

This is achieved not by reducing E directly, but by making T + C grow without bound for any agent that enters the entrapment funnel, while the defender’s own resource expenditure remains constant.

IV. SYSTEM ARCHITECTURE
Project Nectar is structured as a modular, four-stage mid-dleware pipeline for Express.js [20]. Each component is independently configurable, allowing operators to tune the aggressiveness of the trap to their specific threat profile.

A. Component 1: Robots.txt Compliance Parser
On the middleware startup, Nectar parses the robots.txt file from the server in order to identify all paths that are included in the Disallow directive for the wildcard agent (User-agent:
*). This set of paths makes up the “Restricted Zone”. All other paths that do not belong to the Restricted Zone are considered “Safe Zones” and are completely out of the scope of any trap logic, ensuring no interference with legitimate users and crawlers. The parser is based on a deterministic finite automaton over the robots.txt grammar from RFC 9309 [5], which supports wildcard matching and path prefixes.
The parser itself is based on a deterministic finite automaton operating on top of the robots.txt grammar specified by RFC 9309 [5], allowing for wildcard and prefix path matching. The rules are parsed once into an in-memory cache, and then are rechecked upon middleware startup.

B. Component 2: Stealth Bait Injection
The nectar library defines a utility function called nec-tar.inject(html), which automatically injects hidden anchor tags into server-side generated HTML responses on pages located inside the Restricted Zone. The bait links point to a specific endpoint internally defined and randomized for each deployment with a different path prefix, thus defeating any simple attempt to exclude it based on path filtering. The visibility of the baits is done by employing a multi-layer strategy adjusted to the level of the adversary. For level one and two bots, normal CSS-based suppression is used (font-size: 0, opacity: 0) that will be completely missed by bots not analyzing the CSS. Level three bots can be defeated by using off-viewport positioning in conjunction with aria-hidden=true.

C. Component 3: Asynchronous HTTP Tar Pit Engine
Activation of the tar pit happens the minute the bot ac-cesses the lure endpoint. Nectar establishes an open HTTP/1.1 connection and starts sending a chunked transfer encoding response [34]. Every 16 bytes of random data are sent in chunks to maintain the connection open without causing any timeout due to inactivity. The cost of attacking scales multiplicatively with concurrency:
n

B. Entrapment and Escalation Logic
The entire process of entrapment is outlined in Algorithm 1. One important aspect about this algorithm is that of increasing delays in the tar-pit loop on line 8; here, the delay between chunks increases by 10 percent per iteration, but never beyond maxDelay. Short-timeout bots can drop themselves out of the entrapment loop, while longer-timeout bots have to endure exponentially increasing waiting times.

Costattacker ∝ Σ T (i)	× Rconcurrency	(3)delay

i=1



Algorithm 1 Nectar Active Defense Middleware Logic	
Require: Incoming HTTP Request R, Config C

where T (i) is the delay injected by the attacker for connec-tion i and Rconcurrency is the number of bot threads active at any moment. Since the I/O model used by Node.js is based on a single-thread, event-driven paradigm [22], waiting time between chunk transfers does not block the server process. The attacker, however, needs to keep one OS-level TCP socket and one application thread/coroutine per connection.delay

D. Component 4: Recursive Maze Generator
After reaching the tar-pit end node, the bot will be presented with the first node of the Recursive Maze. This maze makes use of the Dynamic Path Generation (DPG) approach by creating k cryptographic paths per response node such that
10 k 20. These hyperlinks are:
Pathmaze = HMACSHA256(IPbot [image: ] Saltdeploy, Trequest)  (4)
where IPbot is the client IP address, Saltdeploy is a per-deployment secret, and Trequest is the Unix timestamp of the request [35]. This makes each path unique, non-repeatable across sessions and IP addresses, and impossible to compute beforehand. The maze graph does not have any bounds: the total number of nodes increases according to kd where d is the depth; hence, any scraper that tries to completely crawl the link graph will run out of heap space on its own, before impacting server resources in any way.
V. IMPLEMENTATION DETAILS
A. Middleware Integration and Configuration
Nectar is distributed as an npm package and integrates into an Express.js application with a minimal two-line initializa-tion:
const nectar = require(’nectar-defense’);

Ensure: Response S
1: if R.path ∈ C.robotsDisallowed then
2:	S ← Serve page + inject hidden bait B
3: else if R.path = C.baitEndpoint then 4:	session ← TarPitSession(R.clientIP ) 5:	delay ← U(3000, 10000) ms
6:	while R.connection = OPEN do
7:	Send 16-byte garbage chunk
8:	await sleep(delay)
9:	delay ← min(delay × 1.1, C.maxDelay)
10:	end while
11:	S ← RecursiveMaze(level = 0, R.clientIP )
12: else if R.path ∈ C.mazeNamespace then
13:	if ValidateHMAC(R.path, R.clientIP ) then
14:	level ← ParseLevel(R.path)
15:	if level > C.escalationThreshold then
16:	Override delay ← C.maxDelay
17:	end if
18:	S ← RecursiveMaze(level + 1, R.clientIP )
19:	else
20:	S ← HTTP 404 Not Found
21:	end if
22: else
23:	S ← Standard Application Response
 24: end if	


C. Session Tracking and IP Binding
Every tar-pit session is recorded in memory in a Map data structure, indexed by IP address. Two goals are achieved through this approach. First, it allows for session-level escala-tion; should the bot drop the tar-pit connection and restart the process of triggering the bait endpoint from the same IP, the

app.use(nectar({ robotsPath: ’./robots.txt’,previous session’s escalation duration is preserved. Second, it

maxDelay: 120000,
mazeLinks: 15 }));
The configuration object includes three parameters: - robotsPath: This parameter defines the path to the robots.txt file. - maxDelay: It denotes the maximum delay in mil-liseconds between two chunks. - mazeLinks: This parameter indicates the number of links k created for each maze node. All the entrapment techniques are automated and do not need any change in existing application routes.

gives the operator a real-time snapshot of currently ongoing trap sessions, including threads per IP and total lock duration, for threat analysis. In order to detect bots running from behind rotating residential proxies, the session tracking system additionally generates a fingerprint based on TLS client hello parameters (cipher suite ordering and supported ex- tensions and ALPN protocols). This fingerprint often remains stable through multiple changes of IP addresses, allowing Nectar to connect sessions belonging to the same bot framework instance even if source IPs differ.

TABLE I
ATTRITION RATIO AND RESOURCE METRICS BY SCRAPER TIER

TABLE II
PER-TIER BEHAVIORAL METRICS UNDER NECTAR ENTRAPMENT

(100-AGENT BOTNET)		Tier
Bait Trigger
Lock (s)
Saturation
Evasion
L1 (Script)
100%
148
N/A (sync)
0%
L2 (Scrapy)
100%
312
90s
0%
L3 (Puppeteer)
87%
94
210s
13%
Compliant L3
0%
N/A
N/A
100%



Tier	Ratio	Lock (s)	CPU	RAM
	L1 (Script)
	1:743
	148
	0.4%
	52 MB

	L2 (Scrapy)
	1:612
	312
	0.7%
	58 MB

	L3 (Puppeteer)
	1:481
	94
	0.9%
	63 MB

	Mean
	1:612
	185
	0.67%
	58 MB




D. Zero-Impact Guarantee for Legitimate Users
Dual Violation Trigger is responsible for providing zero-false-positive guarantee. In order to fall into a trap, a valid user needs to violate both conditions at once: (1) to access paths marked as Disallow in the robots.txt file; (2) and to click on DOM element that cannot be visible under any kind of visualization technique. A regular user navigating through a regularly displayed website would never come across a bait as it can only appear on websites located in the Restricted Zone, which is not available from the navigation bar.
VI. EXPERIMENTAL EVALUATION
Experiments were performed in a commodity virtual private server environment with the specifications of 4 CPUs, 8 GB of RAM, and 1 Gbps uplink using Ubuntu 22.04 LTS and Node.js v20.11 LTS. The test application comprised of 10,000 pages of synthetic HTML content for an online shopping catalog. The scraping algorithms were evaluated both independently and when part of a botnet network of up to 500 bots. All results presented are averages based on five runs, with a standard deviation less than 5%.
A. Experimental Setup
Three scraper configurations were evaluated, each represent-ing one adversarial tier:
· L1:	Python	3.11	with	requests 2.31	and
BeautifulSoup4. Synchronous, single-threaded.
· L2: Scrapy 2.11 with CONCURRENT_REQUESTS = 32
and a 30-second download timeout.
· L3: Puppeteer 21.x driving headless Chromium 120, with a 60-second navigation timeout and link-following depth limit of 20.
A “Compliant L3” configuration with full robots.txt compliance was also tested to validate the zero false-positive property.
B. Attrition Ratio Analysis
The primary metric, the attrition ratio A, is defined as:
Σ T (i)

TABLE III
COMPARATIVE ANALYSIS OF WEB DEFENSE STRATEGIES

	Metric
	WAF
	Rate Limit
	Nectar

	Attacker CPU Cost
	Low
	Low
	Extreme

	Thread Exhaustion
	None
	None
	Total

	Proxy Burn Rate
	Medium
	Low
	High

	False Positive Risk
	High
	Medium
	None

	Server CPU (attack)
	High
	Medium
	<1%

	Server RAM (attack)
	High
	Medium
	Low

	Economic Deterrence
	No
	No
	Yes

	Proxy Rotation Resistant
	No
	No
	Yes





The L1 tier achieves the highest attrition ratio due to its synchronous execution: a single trapped connection locks the entire script indefinitely. The L3 tier achieves a lower ratio because its 60-second navigation timeout eventually causes the bot to abandon some connections; however, the time lost per abandoned attempt still represents significant operational cost.
C. Per-Tier Behavioral Analysis
Table II presents detailed behavioral metrics, including bait trigger rates and evasion rates.
The 13% evasion rate associated with level three L3 comes from pre-programmed botsthat include robots.txt parsers and properly navigate around the Restricted Zone. This is expected behavior. There were no false positives in 50,000 simulations of human users.
D. Comparison with Traditional Defense Mechanisms
Table III benchmarks Nectar against WAF-based passive blocking and rate limiting across multiple operational dimen-sions.
Another important operational issue is that Nectar’s design is resistant to proxy rotation. As the tar pit trap is based on the TCP connection and not on the source IP address, changing to a new proxy will not allow the thread to escape the trap. Consequently, the attacker will use one proxy per rotation without extracting data from it.
E. Scalability Under Coordinated Botnet Load
Table IV summarizes behavior under a coordinated 500-agent L2 botnet (16,000 total threads) attack.

A =	iΣ

j

attacker lock
(j)T

defender cpu

(5)

The entire 16,000 bot threads were used up in just 90 seconds, after which the data harvesting rate for the botnet

Table I presents the measured attrition ratios and associated resource metrics for each scraper tier under a 100-agent botnet configuration.

became zero. Memory usage stabilized to 58 MB above baseline idle usage, indicating that the memory complexity for Nectar is O(n) where n is the number of captured connections.

TABLE IV
SERVER RESOURCE UTILIZATION DURING 500-AGENT L2 BOTNET
ATTACK

	Time (s)
	Trapped Connections
	CPU
	RAM

	0
	0
	0.2%
	45 MB

	30
	4,820
	0.5%
	51 MB

	60
	11,340
	0.7%
	55 MB

	90
	16,000
	0.8%
	58 MB

	120
	16,000
	0.8%
	58 MB





VII. SECURITY ANALYSIS
A. Resistance to Evasion Strategies
A well-resourced adversary may attempt several evasion strategies. We analyze each in turn.
Robots.txt Compliance. The attack robot that conforms to robots.txt commands never gets access to the Restricted Zone, and hence never encounters the trap set there. This is the desired outcome since this means that this robot can only access information that the operator allows access to. In other words, this robot is restricted from accessing the protected information stored within the Restricted Zone..
Aggressive Timeouts.By using a bot with a very aggressive timeout period for connection times (such as 2 seconds), the bot will get out of the tar pit by terminating its connection before it drains resources too much. Unfortunately, using the same timeout period will make the bot unable to acquire any page that takes longer than 2 seconds to download.
Link-Depth Limiting. The bot which will stop following links after a certain number of levels will never be able to discover the entire maze. But it will nevertheless run out of time in the tar pit on account of the first lure link, while the kd branching factor of the maze guarantees a sufficient amount of link following.
HMAC Forgery. Signature for HMAC-SHA256 path is impossible to forge without knowledge of per-deployment salt [35]. Path is unrepeatable between sessions because of the binding of IP address and timestamp in hash function.
B. Denial-of-Service Resilience
One possible issue with a stateful security system is that it could serve as an amplification factor for a DoS attack. For Nectar, the state information kept per each trapped connection is finite in size (about 200 bytes per session), and the over-head introduced by the event loop per trapped connection is confined to one timer function call. The maximum sustainable number of trapped sessions can thus reach about 500,000 on a single 4-vCPU server before memory runs out—far beyond the capabilities of a realistic scraping botnet in terms of threading power. In addition, since the trap will only be activated when both the restricted zone access and interaction with the bait occurs, a volumetric attack through requests to unrestricted zones would not even engage the trap system but would be processed using the underlying Express.js framework as regular web traffic.
VIII. 
DISCUSSION
A. Ethical and Legal Boundaries
There is significant jurisprudence for the analysis of active defense techniques [4]. Nectar has been crafted to comply fully with the principles of ”passive-active” defense. It does not execute anything locally on the client machine, does not export anything from the attacker’s computer, and does not affect the network environment of any party other than the defending server itself. The one and only thing the system does is respond to an established connection with a valid, if extremely slow HTTP response. This corresponds to Fraunhoffer’s [32] categorization of techniques that impose costs by using the attacker’s activities. No jurisdiction in the world outlaws a web server running slowly and returning useless responses and links. The dual violation aspect further strengthens the ethicality of the technique: it affects only those attackers that have proven their intent.
B. Limitations
The most significant restriction is the dependence of Nectar on robots.txt as the primary signal of the adversarial attack. Such attackers will be able to modify their tools in such a way that they will honor robots.txt while launching attacks by launching high-traffic requests towards allowed URLs, accessing accounts, or using APIs to do malicious things. None of these actions are currently covered by the system. Secondly, the system uses session correlation based on IP addresses as the core technology. Advanced attackers using anonymous proxies and randomizing TLS configurations will be partially immune to the technique. The future implimentation of passive browser fingerprinting within applications will definitely make this feature much better. Finally, the proposed framework is designed for the Node.js/Express.js stack. Implementing it within the context of synchronous frameworks will involve using the async version of Nectar to prevent blocking the legitimate traffic.
C. Future Directions
There are several interesting directions for future research. First, the inclusion of a light behavioral ML classifier, which is trained using the timing of inter-request traffic, ordering of HTTP headers, and TLS fingerprinting, can be used to trigger a trap for bots that honor robots.txt but demonstrate non-human behavioral characteristics [18]. Secondly, the use of a federated threat-intelligence overlay could help multiple Nectar systems to exchange fingerprints for new bots in real time. Thirdly, adding interactivity to the maze in the form of JavaScript rendering will make the task of solving mazes by headless browsers much harder. Lastly, implementing HTTP/2 stream multiplexing can allow Nectar to put additional connection costs onto adversaries.
IX. CONCLUSION
Nectar proves that application-layer active defense can impose an excessive and prohibitively expensive cost burden on the behavior of web scrapers without inconveniencing

legitimate end-users or compliant web crawlers. By rooting adversarial classification in the Robots Exclusion Protocol, Nectar succeeds in establishing a two-offense penalty regime that results in zero false positives. The HTTP Tar Pit conveys the scraper’s concurrency pattern back against itself to its own detriment, whereas the Recursive DPG Maze stops a memoization strategy from allowing the web scraper to escape the funnel of entrapment. Collectively, these defenses yield a mean attrition rate of 1:600 with the web server CPU load remaining consistently below 1%.
By doing this, Nectar turns the economics of web scraping from being a process that is cheap but has large rewards to one where continuing to attempt the scraping is directly costly. The system takes the concept of cost asymmetry introduced by Gordon [23], Anderson [25], and Deshmukh [17] and realizes it as a production ready middleware solution that requires no modification to any application’s code and can be configured in two lines. The next steps include behavioral machine learning classification to solve the problem of evasion using a compliant robot.txt, federated threat intelligence protocol development, and HTTP/2 streaming support for the tar pit/maze model. Nectar can be downloaded and used as a free npm package.
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