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Abstract: Automatic fake news identification has become a crucial field of study due to the quick dissemination of false information via digital media channels. While more modern deep learning models are better at capturing contextual semantics, traditional machine learning techniques frequently rely on manually created textual characteristics. However, when applied to new domains, individual models can experience problems like overfitting or poor generalization. This article suggests an ensemble-based approach for detecting false news that uses a stacking meta-classifier to integrate a transformer-based deep learning model with a classical machine learning model. In the suggested system, contextual semantic representations are extracted using a DistilBERT transformer model, while statistical patterns in text are captured by a Random Forest classifier trained on TF-IDF characteristics. The final prediction is produced by combining the outputs of both models using an XGBoost meta-classifier. Two popular datasets, the ISOT Fake News Dataset and the WELFake dataset, were used for the experiments. According to the experimental results, the ensemble model outperforms individual models with an accuracy of 98.65% on the WELFake dataset. Experiments further show that models trained only on the ISOT dataset perform poorly on unexplored data sources and display overfitting, underscoring the significance of ensemble learning and dataset diversity. In order to give transparency, the suggested architecture incorporates explainable AI algorithms that identify key phrases in the news articles that influence model conclusions. When they are used practically, the results indicate that combination of transformer-based and classical models is more reliable and better in detection of fake news articles.
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I. INTRODUCTION
The speed at which information is shared online has dramatically risen due to the widespread use of social media and digital news outlets. Although technology has made information more accessible, additionally, it has increased the dissemination of fake news and misleading information. The term "fake news" describes false or misleading material that is presented as authentic news and is frequently intended to sway public opinion or control social discourse.  [1]. Fake news has detrimental effects on society, politics, and the economy. The manual verification of information sources by human experts is a major component of traditional fact-checking techniques. These methods are time-consuming and unable to handle the massive amount of content produced every day on web platforms, despite the fact that they can be dependable. Consequently, automated fake news detection systems have become an important research area in Machine learning and Natural language processing (NLP). Early approaches to fake news detection primarily used classical machine learning algorithms such as Naïve Bayes, Random Forest classifiers and Support Vector Machines (SVM). These methods typically rely on feature engineering techniques such as TF-IDF representations or n-gram features [2]. These models can be used to explain statistical trends in text, but they typically don't take into account the contextual links between words. The most recent developments in deep learning have produced transformer models, like BERT, which have significantly enhanced NLP systems' performance.
In order to capture contextual meanings, transformer models learn how words are related to each other as a sequence [3]. On the other hand, deep learning models generally require huge amount of training data sets or they are prone to overfitting when trained on small or unbalanced datasets. Fake news detection algorithms have to work in a diverse range of domain and need to be able to adapt with real world writing styles. Models trained on a single dataset may not perform well on unseen data. This situation, known as domain shift, can greatly lower model performance [4]. To address these issues, this work proposes to use an ensemble-based fake news detection model based on both transformer-based deep learning and standard machine learning models. The general concept is to combine the strengths of numerous models. A Random Forest classifier is used to capture statistical textual patterns, while a DistilBERT model captures semantics meaning in a sentence [5]. A stacking meta-classifier based on XGBoost is then used to merge the results of both models. The following is a summary of this work's contributions:
· A framework for spotting fake news that uses both transformer-based and traditional models.
· A stacking ensemble design uses XGBoost to make predictions more accurate. 
· A comparison of two datasets to examine the effects of domain shift and dataset bias.
· Using explainable AI methods to make predictions from models easy to understand. 
The experimental outcomes show that the ensemble strategy contribute greatly to prediction accuracy and reduce the constraints of the individual models.
II. RELATED WORK
The fake news detection has gained great interest recently because of the increasing spread of fake on social media platforms. A range of different approaches from cutting-edge deep learning to classic machine learning have been proposed by researchers. Supervised machine learning methods that were most often utilized the textual features from the news articles which early research was primarily focused on. Several algorithms, such as Naive Bayes, Support Vector Machines and Logistic Regression for classification, are used in conventional techniques for detecting bogus news. These algorithms translate text into numerical vectors using feature extraction methods like TF-IDF and n-gram. Though these methods work well with datasets, they might not work in real-world situations since they cannot identify the semantic relationships in the text.
Researches have tested deep learning methods to identify the false information to subdue the constraints of traditional machine learning approaches. They have used Convolutional Neural Networks (CNNs) and Recurrent Neural Networks (RNNs) to find patterns and context in text [7]. Nevertheless, the ability of these models to manage long-range relationships is restricted.
Since transformers were established, accuracy in tasks involving natural language processing has significantly improved. Models such as BERT (Bidirectional Encoder Representations from Transformers) have demonstrated unmatched performance in a variety of text classification tasks.
BERT works on a bidirectional attention mechanism, enabling it to find the relationships between words in a sentence [8]. These models have been used in numerous experiments to detect misinformation, with the results being accurate.
Transformer models are computationally expensive to run and can easily overfit when trained on datasets that are too small, repetitive or lacks diversity. Recent research has found ensemble learning methodologies as a solution for these issues. Ensemble methods use predictions from more than one model to improve the overall performance of the system [9].
Stacking is a powerful ensemble approach since it allows meta-classifiers to learn how to effectively combine the predictions from different base models [9]. While typical machine learning models concentrate more on statistical patterns, and transformer models capture the semantic meanings of words, combining the two methods can be highly helpful in identifying bogus news.
An increasingly important feature for machine learning systems is the coherence, especially when it comes to applications which require spotting of false information. SHAP (SHapley Additive exPlanations) is one of the popular explainable AI methods that has been used to identify the features that contribute to a model prediction [10].
By combining explainability, ensemble learning, transformer models, and classical machine learning into a single framework, the proposed study expands on these earlier works.
III. PROPOSED WORK
The proposed method presents an ensemble-based framework for detecting fake news that makes use of both transformer-based deep learning models and traditional machine learning models. 
The framework of the system consists of three main parts: 
· Random Forest, a traditional machine learning model 
· DistilBERT, a transformer-based model 
· XGBoost, a stacking meta-classifier

The workflow of the proposed system is illustrated in Fig 1.
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Fig 1: Proposed Framework Architecture


A. Datasets and Preprocessing
In this sector, model creation and evaluation are influenced by benchmark datasets.
Two publicly available benchmark datasets namely ISOT and WELFake are used for model training [11]. The details of the dataset are illustrated in Table I.
Table I: Dataset Statistics
	Dataset
	Real
	Fake
	Total

	ISOT
	21417
	23481
	44898

	WELFake
	35028
	37106
	72134



The news items go through a number of preprocessing procedures to eliminate noise and normalize the input data before the models are trained. 
These actions consist of: 
· Elimination of punctuation and special characters
· Text is converted to lowercase.
· Stop words are eliminated. 
· Normalization and tokenization
For the classical machine learning model, TF-IDF vectorization is applied to convert text into numerical feature vectors [2].
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B. Random Forest Classifier
Multiple decision trees serve as the foundation for the ensemble learning technique known as Random Forest.
Each tree is trained on a random subset of the training data, and the final prediction is obtained by aggregating the predictions from all trees [12]. In this work, TF-IDF features taken from the dataset are used to train the Random Forest classifier. This approach finds statistical patterns and keyword distributions that are frequently linked to fake or real news.
C. Transformer Model (DistilBERT)
DistilBERT is a small transformer model based on BERT, that retains most of the language understanding capabilities while making its computation less complex [13].
The DistilBERT model was further fine-tuned on a binary classification task where the labels were using only the training dataset. The model generates contextual embeddings that capture word meaning relationships after processing input text sequences.
D. Stacking Meta-Classifier (XGBoost)
The predictions from the Random Forest and DistilBERT models are taken as input features for a meta-classifier. In this work, an XGBoost classifier is used as the stacking model [14].
To provide the final forecast, the meta-classifier learns how to integrate the confidence ratings and predictions from both models.
E. Hyperparameters and Model Training 
· DistilBERT: Optimized with batch size 8, epochs 4, and learning rate 3e-5 using the AdamW optimizer. When optimized on the WELFake dataset, the learning rate was set to 4e-5 and the epochs were 3.
· Random Forest: Trained using n-jobs-1 and 300 estimators. 
· XGBoost: trained with a subsample of 0.9, a maximum depth of 6, 800 estimators, and a learning rate of 0.02.
To enhance model performance and generalization, the training procedure is conducted in several phases. To discover fundamental patterns in news data, Random Forest and DistilBERT are initially trained on the ISOT dataset. The WELFake dataset is then used to refine DistilBERT in order to better capture contextual and varied information. 
Lastly, new designed features are used to train the XGBoost meta-classifier on the WELFake dataset. It makes use of prediction probabilities from the basic models rather than raw text.
The meta-classifier use the following features:
· Random Forest's "Fake" Probability
· The Random Forest's "Real" Probability 
· DistilBERT's "Fake" Probability 
· DistilBERT's "Real" Probability 
The ensemble provides more accurate results on combining the benefits of both models.
IV. RESULT AND ANALYSIS
A. Model Performance
[image: ]Accuracy was the main assessment criterion used to compare individual models with the ensemble framework in order to determine the effectiveness of this approach. The results are summarized in Table II.
Table II: Model Performance Comparison
	Model
	Feature Type
	Accuracy (%)

	Random Forest
	TF-IDF
	97.36

	DistilBERT
	Contextual Embeddings
	98.15

	XGBoost
	Combined Features
	98.65



The results clearly show that because the DistilBERT model can capture contextual semantics, it performs better than the conventional Random Forest classifier. However, the proposed ensemble model considerably improves performance by utilizing both statistical and contextual representations. This combination lessens the drawbacks of individual models and provides better generalization of the system.
B. Confusion Matrix Analysis
The confusion matrix of the ensemble model is presented in Table III.
Table III: Confusion Matrix
	
	Predicted Real
	Predicted Fake

	Actual Real
	34470
	538

	Actual Fake
	437
	36650



The matrix proves that the model accurately classifies majority of instances, with only few misclassifications. The low number of false positives and false negatives shows reliability of the system [15] in making difference between fake and real news.
C. Evaluation Metrics
To provide a more detailed evaluation other performance metrics were calculated, as shown in Table IV.
Table IV: Evaluation Metrics of the Ensemble Model
	Metric
	Score (%)

	Precision
	98.75

	Recall
	97.08

	F-1 Score
	97.91



D. ROC Curve
The trade-off between the true positive rate and false positive rate is shown by the ROC curve [16]. The significant discriminative capability of the ensemble model is confirmed by the curve, which is closely aligned with the upper-left corner.

Fig 2: ROC Curve of the Ensemble Model
E. Domain Shift Analysis
An important observation from the experiments is that models trained exclusively on the ISOT dataset exhibited strong performance on the training dataset but performed poorly when evaluated on external datasets. This indicates that the ISOT dataset contains patterns that lead to model overfitting.
When the DistilBERT was evaluated on an unseen news dataset, the performance decreased significantly whereas the XGBoost (Ensemble Model) demonstrated stability. This demonstrates the presence of domain shift and highlights the importance of using diverse datasets during training.
Table V: Model Performance on Unseen Dataset
	Model
	Accuracy (%)

	DistilBERT
	32.80

	XGBoost
	94.90



F. Explainability Results
Explainability techniques were used to identify influential words responsible for the model’s predictions. Transformer attention scores highlight words that strongly influenced classification decisions [17], whereas for Random Forest, SHAP (SHapley Additive exPlanations) identifies the influential words.
This improves transparency and helps users understand the reasoning behind model predictions
V. CONCLUSION
This paper presented an ensemble between transformer-based deep learning models and classical machine learning for a fake news detection system. Here we propose an ensemble approach combining a Random Forest classifier with DistilBERT transformer model powered by XGboost meta-classifier.
When compared to individual models, experimental data show that the accuracy is significantly improved using the ensemble method.
The study also shows how domain shift and dataset bias decrease model performance. Models trained on a single dataset may have poor generalization when applied to new data sources. They also offer a strong foundation for future improvements that will support the detection of multilingual fake news, better domain generalization, and integrate real-time fact-checking systems.
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