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Abstract_ Crop recommendation systems assist farmers in maintaining their way of life for future generations by improving field management. Most traditional machine learning (ML)  systems recommend crops based on historical farming data, which means they don't have the static information of the fields and climatic conditions around the data collection points. The research demonstrates the crop recommendation potential of Retrieval-Augmented Large Language Models on the soil data derived from the structured soil nutrients (N, P, K) and climatic parameters (temp, humidity, pH, and rainfall) converted to natural language descriptions with rule-based crop recommendation systems. An agro-climatic guidelines fine-tuned the NeoBERT Transformer to close the gap for the environment and crop suitability. To improve the system's reasoning, the research adopts a Retrieval-Augmented Generation (RAG) system embedding historical farming data and agro-climatic records in a vector database. When a vector representing given conditions is contextualized with previous farming conditions, the most densely categorized result is employed to predict a crop. Finally, the proposed framework enhances prediction reliability and generalization across a range of environmental variables by using the approach in this research, as indicated by increased performance measures like an accuracy of 99.13%, thus enhancing the reliability as well as interpretability of the agricultural applications in the real world. 
Keywords: Crop recommendation, Agriculture, Large Language Model, RAG module, Adaptive transformer model. 
I. INTRODUCTION
Agriculture remains a crucial element of the global economy, supplying essential resources like food and clothing [1]. However, the importance of soil and fertilizers has grown due to climate change and a surging population [2], which is exerting pressure on the farming sector to meet increasing food demands. While traditional farming methods often rely on outdated theories and lack tailored solutions for specific crops, there is a pressing need for a data-driven and technology-enhanced approach to improve efficiency, reduce costs, and ensure environmental sustainability [3-4]. The Food and Agriculture Organization (FAO) projects that the world population will exceed 9 billion by 2050 [5], requiring a 70% increase in food production, underscoring the urgency for innovative agricultural practices [6].
A rapidly evolving class of AI systems, large language models (LLMs) are increasingly being utilized in both routine decision support as well as specialist advising areas, includes food production as well as agriculture [7]. Research suggests that by streamlining scientific knowledge, customizing recommendations for specific users, as well as expanding advisory reach, LLMs could facilitate advancements in agricultural extension [8]. Simultaneously, an increasing amount of research highlights the significant environmental burdens that LLMs impose: according to one study, the training as well as deployment of LLMs use a lot of energy, emit a lot of carbon, and use a lot of water, indicating the need for more sustainable design and deployment [9]. Also, an application in agriculture refers to an LLM in food production systems and describes the opportunities (e.g., decision making, image diagnostics) as well as the challenges (e.g., modality, data bias, and domain) of LLMs [10]. As a result, LLMs have the capacity to provide advice to informal food producers, and concerns about LLMs' environmental profile and sustainability advisory should be addressed.
In the contemporary era of precision agriculture, the integration of Large Language Models (LLMs) with multi-dimensional soil and weather datasets represents a transformative shift towards data-driven, context-aware farming [11]. Although traditional ML models excel at predicting optimal crop types by processing numerical parameters includes Nitrogen (N), Phosphorus (P), Potassium (K), soil pH, temperature, as well as rainfall, they often lack the interpretability required for practical field application [12]. This framework bridges the gap by leveraging the natural language reasoning of LLMs to synthesize complex environmental variables into actionable agricultural insights. [13] By processing heterogeneous data sources ranging from real-time sensor logs to historical climate patterns, the system not only identifies the most suitable crop for a specific plot of land but also provides nuanced justifications, irrigation strategies, and risk assessments [14-15]. Ultimately, this approach empowers farmers with a sophisticated decision-support tool that moves beyond "black-box" predictions, fostering sustainable land management and maximizing crop yields through a conversational, human-centric interface.

A. Motivation
The primary motivation for this approach is the pressing need to bridge the knowledge gap among advanced data analytics as well as the practical information needs of commercial and small-scale farmers coping with climatic uncertainty. Conventional ML models are capable of processing soil and meteorological factors with better precision, but their “black-box” nature sometimes alienates the end-user by producing a single-world output devoid of the agricultural explanation or contextual reasoning required for well-suited decision-making. However, they often neglect to account for soil and weather variability, which leads to lower yield and inefficient resource use. By incorporating Large Language Models (LLMs), this research aims to analyze soil information as well as weather datasets for recommending optimal crops for plantation. Finally, the NeoBERT-RAG framework aims to improve food security and agricultural sustainability by providing a human-centered tool that allows farmers to optimize land use and maximum yields in an increasingly uncertain natural context. This research's main contributions are as follows, 
· To propose a domain-adaptive LLM-based crop recommendation framework that transforms structured soil and climatic data into a semantic textual representation for enhanced contextual learning. 
· To leverage a Retrieval-Augmented Generation (RAG) mechanism that includes historical agricultural knowledge and agro-climatic guidelines to enhance prediction reliability and contextual reasoning. 
· To enhance crop recommendation accuracy and generalization performance by combining Transformer-based embeddings with knowledge retrieval and probabilistic multi-class classification. 
The organization of the research: Section 2 illustrates the literature review details, and Section 3 represents the proposed framework description. Section 4 describes the experimental results & discussion, Section 5 indicates the conclusion & future work. 
II. RELATED WORK
To improve Large Language Models (LLMs) includes BERT as well as GPT-2, Bakr et al. [16] transformed the ordered tabular data into descriptive textual data. Extensive tests revealed that GPT-2 outperformed the ML & DL models with an accuracy of 99.55%, precision of 99.58%, and recall of 99.55%. Divecha et al. [17] utilized an ensemble-based classification model, Random Forest, Support Vector Classifier (SVC), as well as Gradient Boosting Classifier to suggest the best crops in line with environmental and soil factors. The model shows superior classification performance, with macro and weighted averages of around 0.98 and an accuracy of 98% overall. Yuan et al. [18] developed a system for integrating LLMs and the IoT for personalized pest management by providing users with location-specific pest management suggestions based on environmental data collected by edge devices. The system was tested in a real-world scenario after being implemented in an online farm management system. A real-time system that integrates a large language model (LLM) with an ensemble model to automate the recognition of diseased plant leaves and provide treatment recommendations. Additionally, Saha et al. [19] developed a mechanism for recognizing plant leaf diseases that incorporates a stacking ensemble structure, an LLM, as well as an Explainable AI (XAI) mechanism to enhance recognition accuracy as well as improve understandability. Ozkok et al. [20] examined a system that uses a Long Short-Term Memory network to determine the best crops according to the soil and environmental properties. The suggested approach provides potential insights for the development of an efficient decision-support system that assists the farmer in the selection of suitable crops. The ML based crop recommendation system tailored for the farming landscape was suggested by Prity et al. [21]. The study appraised the efficiency of nine distinct ML models to create practical recommendations for crop selection. The Radom Forest model outperformed the other models, obtaining the highest accuracy of 99.31%. 
Goel et al. [22] presented two new hybrid nature-inspired optimization techniques that use remote sensing data from Landsat-8 as well as 9 platforms to improve artificial neural network (ANN) performance in crop prediction. According to experimental outputs, the EEFO-CPO hybrid obtained 94.09% as well as 94.94% classification accuracies for the Kharif and Rabi seasons, separately, while the GSA-HGS hybrid reaches 95.32% and 94.99%. A ML-based crop recommendation system that makes use of important soil and weather factors was developed by Yuliyanto et al. [23]. The k-Nearest Neighbors (KNN) technique that maximizes classification accuracy by determining the ideal value of “k”, was employed in this work. The work findings exhibit that the KNN algorithm uses soil and meteorological data to produce crop suggestions with a high accuracy of 96.67%. Kannan et al. [24] suggested an approach that continuously assesses real-time environmental factors, in contrast to traditional methods based on stationary soil data. The approach achieves a prediction accuracy of 98.9% using a trained random forest model with a sizable crop dataset, far outperforming other models. Abdullah et al. [25] introduced an ML-based plant recommendation system that uses requirements-related criteria. According to the work findings, the random forest approach had the highest accuracy (0.9981), followed by XGBoost (0.999) as well as Decision Tree (0.9873), which, on user input, the algorithm suggested other kinds of plants. Venkateswara et al. [26] described a unified smart recommendation system based on TabNet, a deep learning (DL) design created especially for tabular data. When tested with the crop as well as fertilizer dataset from western Maharashtra, TabNet obtained a superior classification accuracy of 95/24% for fertilizer recommendation as well as 96.21% for crop recommendations, beating a traditional classifier as well as the current technique. Bag et al. [27] developed a trustworthy crop recommendation model based on a DL technique that can help farmers to overcome the difficulties they face while choosing crops. The accuracy, precision, as well as recall of the suggested model were 0.95, 0.94, and 0.93, respectively, better than all other Dl classifiers. 
A. Problem statement
Agriculture is seriously becoming more dependent on data-driven decision-making. However, farmers are having difficulty determining which crops are best suited to their lands, owing to the fact that soil properties interact in intricate ways with changing weather conditions. Yet, the analysis of such data sets manually or by using conventional methods is difficult, time-consuming, and also usually results in inaccurate conclusions. So, an intelligent system is required that can representatively analyze huge quantities of soil and weather data to give out dependable crop recommendations. A Large Language Framework combined with NoeBERT methods can solve the issue by processing agricultural materials, finding hidden patterns, and making better crop suggestions in the context. This lets farmers and agricultural planners make decisions that are well-informed, good for the environment, and increase productivity.
III. PROPOSED METHODOLOGY
This study introduces a language model-based approach for crop recommendations, which considers soil nutrient levels and weather variables from a crop recommendation dataset. A rule-based function translates this dataset into plain language sentences. A Transformer model, NeoBERT, is fine-tuned with this dataset to enhance its understanding of agricultural contexts. To further increase reliability, a Retrieval-Augmented Generation (RAG) module is integrated, storing embeddings of farming history, crop suitability guidelines, and agro-climatic knowledge in a vector database. When new input conditions are received, the system uses cosine similarity to retrieve past environmental profiles similar to the current conditions, enriching the context for decision-making. This contextual information is merged with the input, and a Transformer-based encoder generates an embedding that encapsulates the overall environmental condition. A fully connected layer processes this embedding to produce prediction scores for various crops, with a Softmax activation function converting these scores into normalized probabilities, ultimately selecting the crop with the highest probability as the recommended choice. The framework for the crop recommendation system is illustrated in Figure 1.



Fig. 1. Proposed framework of crop recommendation
A. Dataset Acquisition & Preprocessing
An exploratory research uncovers substantial discrepancies in the dataset of soil nutrients as well as meteorological factors essential for crop recommendation. The moderate levels of nitrogen (N), Phosphorus (P), as well as potassium (K) suggest that the soil fertility is varied, with nitrogen primarily in the mid-to-high range, indicating moderately fertile soils. Temperature distributions approximate a normal distribution, humidity levels are elevated, and pH values fluctuate between slightly acidic and neutral (5.5-7.5), which is conducive for the majority of crops. In addition to improving the training stability and generalization capabilities of the NeoBERT-RAG framework, broad rainfall variance reflects agro-climate variability and helps distinguish crop types in the model. The input data is derived from a crop recommendation dataset, Crop Recommendation Dataset, encompassing essential soil as well as environmental characteristics, including nitrogen (N), Phosphorus (P), Potassium (K), Temperature, humidity, pH level, as well as rainfall. The dataset is divided into a ratio of 80:20, where 80% is utilized for training, as well as 20% is employed for testing. To improve the interpretability and compatibility with language models, a rule-based transformation function is implemented to convert each numerical record into a human-readable textual description. For instance, structural numerical inputs are converted into sentences that are semantically meaningful and represent environmental conditions. 
B. Domain-adapted Transformer model called NeoBERT
At the core of the learning system is a domain-specific Transformer-based model called NeoBERT. Initially, the model is loaded with pre-trained weights and later fine-tuned on the transformed crop, soil and weather dataset. Through this fine-tuning, the model becomes capable of comprehending intricate interactions among environmental elements and crop suitability; simultaneously, it is getting familiar with agricultural domain knowledge.

1 NeoBERT: The Domain-Adaptive Transformer Model, NeoBERT, is the main learning engine for the crop recommendation system that has been proposed. Initially, it gets the pre-trained language model weights, and then it is fine-tuned on the crop soil weather textual data that has been transformed to agriculture, domain-specific semantics. Environment variables that were originally in a structured representation are turned into descriptive sentences so the model can use its language comprehension contextually to figure out complex, non-linear relationships among soil nutrients, climate factors, as well as the most suitable crops. The input token sequence is first converted into positional encoding as:

    (1)                                    
Multi-head self-attention layers are used to process these embeddings to model inter-feature relationships. The definition of the attention mechanism is:

    (2)                                             



To provide the input embeddings for derived metrics are -query, -key, as well as -value. After going through a dense layer, NoeBERT's final contextual representation encodes the semantic interactions among environmental variables, allowing for precise crop recommendation. 
C. Retrieval-Augmented Generation (RAG) module 
To improve the framework’s contextual reasoning and reliability, a RAG module is added. This module brings in historical agricultural knowledge, such as: Farming history records, crop suitability guidelines and agro-climatic conditions. These records are first transformed into dense vector embeddings and then kept in a vector database. After a new query is received, the system finds the similarity between the input embedding and the stored embeddings using cosine similarity. In this way, the most relevant historical records are identified and utilized as additional contextual information.


1 RAG module: The RAG module enhances the crop recommendation framework by incorporating external agricultural knowledge sources in its prediction process. It utilizes both the parametric knowledge from the Transformer model and relevant historical data, such as farming records, crop suitability guidelines, and agro-climatic information, which are stored as dense vector embeddings after being encoded by the NeoBERT encoder. When a new environmental input is received, it is converted into a text format and similarly encoded into a query embedding. The system then employs cosine similarity to compare the query embedding with stored knowledge embeddings to retrieve the most relevant documents. This process involves encoding the environmental conditions into a dense query embedding that reflects the semantic features of the current soil nutrients and meteorological data, allowing the algorithm to identify similar historical cases based on previously stored environmental profile embeddings in the vector database. The similarity score between the query vector and a knowledge embedding is given by: 

    (3)                                                      
Prior to categorization, a contextual representation is created by fusing the query embedding with the top-K obtained embeddings. An approach to weighted aggregation is used as follows:

  (4)                                                                

Here normalized similarity-based weights are denoted by . Especially in rare, unknown environmental settings, this knowledge-enhanced embedding boosts robustness, lowers prediction uncertainty, and enhances contextual reasoning. Profiles with the highest similarity scores are thought to represent the most serious historical environmental situations. The method uses top-K comparable records as contextual supports to produce accurate crop recommendations based on current inputs and past agricultural circumstances. 
D. Contextual Embedding & feature fusion
The starting query, combined with the retrieved contextual information, is concatenated and fed into the Transformer encoder. The encoder produces a contextual embedding that encapsulates the current environmental conditions as well as the historical agricultural knowledge. The combined representation enables the model to generalize more effectively and thus make better-informed predictions under different conditions.


1 Transformer-LLM encoder: The input representation is then combined with the contextual information extracted from the knowledge base to create a unified feature space. The query embedding encodes current soil and environmental conditions, while the aggregated contextual embedding is obtained from top-K related history data. The fusion can be written as:

                                                                  (5)


Where vector concatenation is denoted by . The transformer-based LLM encoder then receives the combined representation and refines it by identifying higher-order relationships between the retrieved information and the current conditions. The encoder produces the contextual information:

                                                                (6)



here is the transformer encoder represented by . By combining pertinent historical context with real-time input data, this final embedding successfully represents the entire environmental situation, allowing for more precise and context-aware crop recommendation decisions. 
E. Crop Recommendation
In the last phase of the suggested model, the context embedding derived from the NeoBERT-RAG module is essentially a detailed recap of the state of the soil, weather conditions, and the agricultural knowledge that has been retrieved. This embedding is able to represent the intricate semantic relationships between environmental variables as well as crop suitability. To make the abstract representation based on this learning understandable, it is directed through a fully connected (dense) layer that maps the high-dimensional contextual features into a crop-specific decision space. An output neuron of each type in this layer is related to a certain crop category and delivers a crop suitability score for the environment provided. The efficient process of crop recommendation architecture is displayed in Figure 2.



Fig. 2. The efficient process of crop recommendation architecture
These scores are subsequently normalized by a Softmax activation function, which transforms them into probability values distributed among all the crop classes. The Softmax function produces output values that can be understood as a probability distribution, with the sum of probabilities equal to one. The system's probabilistic feature makes it possible to recommend the optimal crop alternative while also providing the degree of confidence in each decision. In the end, the crop corresponding to the highest predicted probability is chosen as the recommended crop. Such a method of decision-making guarantees that the recommendation is based on the most contextually relevant and semantically enriched environmental representation understood by the model, thus enhancing the reliability and interpretability of the agricultural applications in the real world. 
IV. RESULTS AND DISCUSSION 
Results and discussion describes evaluation of model performance with other models to prove that the proposed framework is for food security and decision-making in agricultural crop recommendation. The proposed framework is executed and approved using a Python tool. The system configuration of the proposed model Intel(R) Core(TM) i7-4770 CPU @ 3.40GHz 3.40 GHz processor, 16.0GB RAM as well as 64-bit operating system, x64-based processor.
A. Evaluation Performance Metrics
The suggested framework's performance is validated with diverse existing models like accuracy, precision, recall as well as f1-score, mean squared error (MSE) and Root mean squared error (RMSE), [28]. The performance of the proposed framework is
validated with diverse existing studies like SVM+RF, BERT, FT-Tansformer, and Hybrid CNN. 
B. Performance Analysis
Figure 3 demonstrates that the proposed framework outperforms major baseline models in classification task performance metrics. Throughout the testing, the model has almost consistently registered an excellent score of around 99% for various metrics. The results show that a domain-adapted NeoBERT in conjunction with a RAG module may give users suggestions that are significantly more context-aware and reliable than those of the standard architectures, which is far better than what baseline models provide. However, because their scores fluctuated between 90% and 95%, Hybrid CNN and FT-Transformer achieved quite high but still subpar results. Standard BERT and SVM+RF ensembles, on the other hand, have been the least successful; SVM+RF, in particular, was down at about 78.84%. These findings confirm that the suggested method effectively addresses the issue of utilizing unprocessed soil and meteorological data to facilitate precise agricultural decision-making.
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Fig. 3. Performance analysis
Figure 4 demonstrates the outcomes of an error metric-based comparative performance analysis, where the proposed framework outperforms all other models with the lowest errors of MSE (0.015) and RMSE (0.123). This means that the prediction error has been greatly reduced from the previous baselines. With the change in the type of the architectural approach, the error levels gradually rise: the Hybrid CNN and FT-Transformer still have fairly low errors, whereas the regular BERT and classic SVM+RF have the biggest errors, with the SVM+RF RMSE reaching 0.20, as shown in Table 1. This is evidence that the combination of NeoBERT and the RAG module eliminates variance, thus creating stable and dependable crop recommendations. 
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Fig. 4. Error rate validation of the proposed framework
TABLE 1 PROPOSED FRAMEWORK-BASED ON THE PERFORMANCE VALUES
	Methods
	Accuracy (%)
	Precision (%)
	Recall (%)
	F1-Score (%)
	MSE 
	RMSE

	SVM-RF
	78
	80
	82
	84
	0.04
	0.2

	BERT
	85
	87
	87.5
	88
	0.035
	0.187

	FT-Transformer
	88
	90
	91
	92
	0.033
	0.173

	Hybrid-CNN
	92
	93
	93.5
	94.5
	0.025
	0.158

	Proposed
	99.13
	99.12
	99.11
	99.1
	0.015
	0.123



Figure 5 illustrates that the Pareto Analysis reveals that soil nutrients significantly influence the model’s decision-making, with Nitrogen (N), Phosphorus (P), as well as Potassium (K) showing the most occurrences. More specifically, Nitrogen is identified as the top feature, and the cumulative Pareto line indicates that just these three macronutrients can explain over 67% of the model’s predictive power. Humidity appears to have the least effect in this particular analysis, which indicates that the NeoBERT-based system, for this dataset, is more focused on soil chemistry and moisture levels to decide on the crop suitability.  
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Fig. 5. The Pareto analysis performance

V.  CONCLUSION & FUTURE SCOPE
The research demonstrated a framework based on Retrieval-Augmented Large Language Models (LLMs) for intelligent crop suggestion systems. The framework uses soil and climate parameters as input and converts them into natural language to utilize a domain-adaptive transformer model called NeoBERT. The Retrieval-Augmented Generation (RAG) module is combined with the domain-adaptive transformer model for improved contextual reasoning by using predictive historical agriculture and agro-climatic guidelines. The combination of parametric learning and non-parametric knowledge retrieval increases the overall system robustness, decreases overall system uncertainty, and increases the overall system generalization to a variety of climates and environmental conditions. The framework’s probabilistic recognition system classifies and suggests crops with rationale and understands intuitive rationale. The framework is a proof of concept for the usefulness of language models combined with knowledge retrieval for precise agriculture. Finally, future work will be employing multimodal learning systems that enable textual, numerical, and image-based inputs to create a holistic decision-support system for sustainable and smart agriculture. 
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