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Abstract: As the number of internet threats escalates, security analysts must be able to analyze huge amounts of disparate threat intelligence data from sources like logs, alerts, reports, and advisories. Rule-based threat intelligence and signature-based systems generally cannot offer a context-understanding and timely outcomes capability. In this context, this paper offers a Threat Intelligence system designed with the help of Retrieval-Augmented Generation (RAG), utilizing huge language models along with vector-based retrieval mechanisms to offer intelligent, context-understanding capabilities for effective cyber threat intelligence and analysis. In this work, we propose a system for effective threat intelligence data normalization, enrichment, and vector-based semantic embedding storage within a vector database for handling different threat intelligence data (structured & unstructured data) sources. When queried, it uses appropriate threat intelligence data source information with a huge language model to generate precise and interpretable outcomes. This work exhibits through its experiments that the RAG model helps to improve detection relevance, investigation time, and accuracy of decisions by security analysts.
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1. Introduction:
The ever-changing cybersecurity landscape places organizations in a predicament due to the utilization of sophisticated threats: APTs, ransomware, zero-day exploits, and insider attacks. Basically, threat intelligence forms the basis through which SOCs detect, analyse, and respond to such kinds of attacks. However, the volume and diversity of security data-system logs, network traffic, threat reports, and advisories-render manual analysis inefficient and prone to errors.
Traditional threat intelligence solutions are very dependent on static rules and key phrase searches. There is a lack of contextual understanding. Large Language Models (LLMs) possess very good capabilities related to text reasoning and generating human-like responses. There is a major limitation of LLMs due to the “hallucination” effect. Additionally, their access to real-time data is very poor.
However, to mitigate the above constraints, this study introduces a RAG-based Threat Intelligence system which leverages the reasoning and generative capacities of LLMs with the support of retrievals based on threat intelligence datasets to provide well-explained and actionable results tailored to SOC settings by ensuring the generation task is anchored in the retrieved dataset.
2. Previous Studies:
In recent years, the field of cybersecurity has seen growing interest in the application of artificial intelligence and machine learning methods to improve threat intelligence and security analytics. Conventional Security Information and Event Management (SIEM) solutions are highly dependent on rule-based correlation and signature matching, which are often ineffective in identifying new and emerging cyber threats. The recent development of Large Language Models (LLMs) has led to the exploration of their use in log summarization, incident explanation, and automated threat reporting.
The seminal work on Retrieval-Augmented Generation (RAG) by Lewis et al. showed that the combination of neural retrieval with generative models leads to substantial improvements in factual accuracy for knowledge-intensive tasks. This work mitigates the issues with using LLMs alone, such as hallucinations and the inability to access domain-specific or private information. In the context of cybersecurity research, there have been a number of works that have proposed semantic search capabilities over threat reports and logs using transformer-based embeddings, although these works typically do not go beyond the retrieval step.
2.1. Comparative Analysis with Existing Threat Intelligence Approaches
Traditional threat intelligence solutions rely mostly on signature-based detection, rule-based correlation engines, and keyword search. These approaches work well for known threats but are less effective in identifying zero-day attacks, advanced persistent threats (APTs), and polymorphic malware. Moreover, the keyword search approach lacks the ability to identify the semantic relationships between various threat indicators.
There have been some attempts to use AI-based models for anomaly detection and clustering of security events. Although these approaches are quite effective, they are also black boxes and lack interpretability. This makes it difficult for analysts to trust and adopt them. Some recent attempts have been made to use LLMs for security log analysis; however, these approaches may produce misleading or even fabricated explanations because of the lack of grounding in real data.
3. Theory:
Cyber threat intelligence is the process of systematically gathering, processing, analysing, and disseminating information about potential or actual cyber threats. To conduct effective threat analysis, it is necessary to not only detect malicious indicators but also comprehend the attacker’s intent, methods, and impact.
3.1. Retrieval Augmented Generation for Threat Intelligence
Standalone LLMs are constrained by static training data and do not have direct access to organizational threat intelligence. RAG mitigates this limitation by combining external knowledge retrieval with generative reasoning.
The proposed system has the following stages:
Preprocessing and Normalization – Raw security logs from various sources are normalized into a common format to eliminate discrepancies in log format and field naming conventions.
Semantic Embedding Generation – Security logs, threat reports, and intelligence documents are converted into dense vector spaces using transformer-based embedding models.
Vector Retrieval – Relevant threat information is retrieved from a vector database using similarity search algorithms.
Generative Reasoning – The retrieved evidence is fed to an LLM, which generates contextual explanations, threat summaries, and response recommendations.
This design ensures that the generated insights are based on verified data and not probabilistic models.
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Figure 1: System architecture for RAG-powered Threat Intelligence Analyst
3.2. Log Collection and Preprocessing
Security logs are extracted from diverse sources such as firewalls, intrusion detection systems (IDS), endpoint software, cloud infrastructure, and application servers. The logs are quite diverse in terms of format, verbosity, and meaning.
To facilitate meaningful analysis, preprocessing is carried out:
Parsing and Field Extraction – Essential fields such as time, source IP address, destination IP address, type, and severity are identified.
Normalization – Logs are standardized to facilitate comparison across sources.
Noise Reduction – Unimportant events are removed to minimize data size.
This is done to provide high-quality data for enrichment and retrieval.
3.3. Threat Enrichment and Contextualization
Threat enrichment and contextualization are essential for enriching raw security data by adding relevant intelligence and context. The security logs, alerts, and indicators of compromise (IoCs) gathered from diverse sources tend to lack adequate semantic expressiveness. To overcome this, the system uses a multi-step preprocessing chain before retrieval and generation.
First, the gathered threat data is normalized to standardize formats from diverse sources like SIEM logs, threat feeds, firewall alerts, and IDS systems. The text-based threat data is pre-processed by filtering out noise, timestamps, duplicates, and unnecessary tokens while maintaining semantic meaning. The structured and unstructured threat artifacts are converted to embeddings using a transformer-based embedding model, facilitating semantic similarity searches.
Contextual enrichment is carried out by relating the extracted indicators (IP addresses, hashes, CVE numbers, domains) to external threat intelligence resources and knowledge repositories. The enriched information enables situational awareness by integrating attack vectors, threat actor attribution, and past incident correlations. The enriched representations are stored in a vector database for efficient retrieval during query-time generation.
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AI-generated content may be incorrect.]Figure 4: Threat intelligence indexing and enrichment pipeline
3.4. Retrieval Mechanism and Knowledge Indexing
Once the threat intelligence data is enriched, it is indexed for efficient and precise retrieval. A vector database is used to index the embedding representation of threat intelligence reports, attack patterns, and past incidents. Semantic similarity search allows the system to retrieve the most relevant documents according to the user query or the incoming security alert.
When the query is executed, the system uses the input query to generate an embedding vector and executes the nearest-neighbour search on the vector database. The retrieved documents are filtered according to the relevance scores and temporal constraints to ensure that the threat intelligence data is up to date.
The retrieval system greatly minimizes the hallucination problem by anchoring the responses of the generative model in the external knowledge, thus improving the accuracy of the threat analysis.
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Figure 3: Retrieval Augmented Generation (RAG) pipeline for threat analysis

3.5. Incident Summarization and Recommendations Generation
The RAG framework provides a compact incident summary by integrating the retrieved threat intelligence and system logs. The summary points out key indicators, attack phases, and involved assets. Moreover, the system provides recommendations for mitigation and remediation based on industry best practices and past experiences. 
The system has the ability to automatically generate summaries and recommendations. This feature is very useful in Security Operation Centers (SOCs), where there is a need to quickly understand a large number of alerts.
3.6. Continuous Knowledge Update and Feedback Loop
To keep the system up to date and accurate, it supports the ingestion of new threat intelligence feeds. The new information is periodically embedded and indexed into the vector database. This ensures that the results of the retrieval process are up to date.
There is a feedback process that enables the analysts to check the validity of the generated responses. This process enables the improvement of the retrieval strategies and the templates of the prompts. 
3.7. Context Retrieval and Knowledge Augmentation
Context retrieval is one of the most important parts of Retrieval-Augmented Generation (RAG) models, as it helps in correct threat analysis by providing relevant context to the user queries from external knowledge sources. Once the security logs, alerts, and indicators of compromise (IOCs) are ingested, the data is normalized and represented as dense vector embeddings through a transformer-based embedding model. The embeddings are then stored in a vector database to enable efficient semantic similarity searches.
Upon receiving a query or an alert, the system retrieves the most relevant threat intelligence documents using cosine similarity or nearest-neighbor search. The context that can be retrieved may include past incidents, MITRE ATT&CK techniques, CVE descriptions, or malware behaviour patterns. The documents are then fed to the large language model (LLM) along with the query to ensure that the threat analysis is well-grounded and context aware. This context retrieval is one of the most important components that can help in minimizing hallucinations and maximizing the accuracy of the generated insights in real-time cyber threat analysis.
3.8. Threat Data Processing and Query Handling
Threat data processing helps in the real-time analysis of security events in the RAG-based system. The incoming logs and alerts are processed in a sequential manner, where parsing, normalization, and enrichment are done to extract relevant information such as IP addresses, attack vectors, timestamps, and severity levels. Tokenization and metadata labeling are done to improve semantic analysis before the generation of embeddings.
To ensure temporal consistency and correlation of events, the system uses similarity scores and time windows to track related alerts. This helps in identifying patterns of attacks over time and prevents redundant analysis. The contextual intelligence is then combined dynamically with the current threat data and used as input to the LLM, which generates summaries, root cause analysis, and mitigation recommendations.S
4. Result:
The proposed Threat Intelligence system based on RAG shows the effectiveness of threat analysis and understanding based solely on structured logs and publicly available threat intelligence sources. The system effectively integrates incoming alerts with existing threat knowledge, making it possible to correctly classify and justify threats. The retrieval method ensures that answers are based on confirmed information, and the generative model provides human-readable insights that can be used by SOC analysts.
The experimental assessment indicates that the system enhances the relevance and completeness of threat intelligence reports compared to the LLM-based method alone. The combination of vector-based retrieval and generative reasoning enables faster incident analysis, decreasing the burden on analysts and improving the accuracy of decision-making. Therefore, the proposed system is appropriate for real-time threat analysis and response.
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	Threat State
	Retrieved Docs
	Confidence Score

	A
	Normal Activity
	12
	0.71

	A
	Suspicious
	19
	0.84

	A
	Confirmed Threat
	27
	0.93

	B
	Normal Activity
	10
	0.69

	B
	Suspicious
	21
	0.86

	B
	Confirmed Threat
	30
	0.95

	C
	Normal Activity
	14
	0.72

	C
	Suspicious
	18
	0.81

	C
	Confirmed Threat
	25
	0.91



Table I:  Threat Analysis Across Different Alert Conditions


	[bookmark: _Hlk194525841]Threat Condition
	Mean Retrieved Docs
	Mean Confidence

	Normal
	12.0
	0.70

	Suspicious
	19.3
	0.84

	Confirmed Threat
	27.3
	0.93


Table II: Mean Threat Confidence by Condition

	Context Source
	Purpose

	MITRE ATT&CK
	Attack Technique Mapping

	CVE/NVD
	Vulnerability Identification

	Malware Feeds
	Threat Behaviour Correlation

	Historical logs
	Pattern and trend analysis


Table III: Comparison of Retrieved Context Types

5. Limitations:
Notwithstanding its efficacy, the RAG-based approach also has some drawbacks. The quality of the threat intelligence produced is largely dependent on the quality and timeliness of the external knowledge sources. This is because substandard threat intelligence sources could result in incomplete or stale threat intelligence analysis. Moreover, semantic similarity-based retrieval could potentially result in the retrieval of documents that are semantically similar but not operationally relevant.
Differences in log formats among various organizations could also impact the quality of the normalization process. Moreover, in large-scale deployments, there is a need to optimize embedding models and vector databases to ensure low latency. Hence, although RAG greatly enhances contextual understanding, it must be integrated with rule-based detection and human validation in high-stakes environments.
6.  Ethical Considerations:
However, this research does not require direct human subject interaction. This is because all the datasets used for training and testing are comprised of publicly available security logs, threat reports, and open-source intelligence feeds, which are meant for research use only. No personally identifiable information (PII) was used or stored. Therefore, informed consent and institutional ethics approval were not needed for this research.
7. Conclusion:
This paper proposes a Threat Intelligence solution using RAG, which combines vector search with large language models to offer precise, contextual, and interpretable cyber threat analysis. The solution reduces the risk of hallucinations by linking generative outputs to threat intelligence. The experimental outcome verifies that RAG improves threat classification, situational awareness, and response recommendations.
The system’s scalability and real-time processing capability make it an ideal solution for contemporary SOC environments. Future research will concentrate on enhancing the accuracy of retrieval, multi-modal threat data, and real-time processing for large-scale enterprise environments.
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