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Abstract. The analysis of sentiment in multi-party dialogue is fraught with difficulties like inter-speaker acoustic variability, temporal emotional dependencies, and extreme class imbalance. In this paper, we propose SAAN-DCA, a new end-to-end deep learning framework for addressing these difficulties through five novel contributions: Speaker-Aware Acoustic Normalization (SAAN), Dialogue Context Aggregation (DCA), Hierarchical Bidirectional Long Short-Term Memory with Multi-Head Self-Attention (Bi-LSTM-MHSA), Focal Loss with Class-Balanced Training (FLCB), and Calibrated Probability Analysis (CPA). Our framework is evaluated using the MELD conversational benchmark dataset created from the Friends TV series and is shown to work with a rich 386-dimensional multimodal feature representation. Our framework converges within 13 epochs of training and thus exhibits computational efficiency in addition to its high discriminative performance. Through experiments, we show that each of our proposed modules is successful in yielding well-separated and speaker-normalized sentiment representations. Our framework provides a reproducible and modular framework for deployment in real-world dialogue understanding systems.
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1. Introduction
The automatic recognition of sentiment and emotion in human conversations has been seen to be one of the most impactful and technically complex subtasks of affective computing and natural language processing. As conversational artificial intelligence systems, ranging from dialogue agents and virtual assistants to mental health monitoring tools and customer experience analytics platforms, are increasingly used in critical real-world applications, the capacity to automatically recognize sentiment and emotional content in human conversations has been seen to be a pre-requisite for effective human-computer interaction. While document-level sentiment analysis deals with static and self-contained texts, conversational sentiment analysis has to deal with the fluid, context-dependent, and speaker-specific nature of human conversations, in which the meaning of any single utterance is inextricably linked to the overall context of a conversation in which it is uttered.
Multi-party dialogue, in particular, presents a complex set of problems which transcend the problems of sentiment analysis in dyadic or monologue-based conversations. For example, in conversations with more than two participants, such as meetings, group therapy, dialogue in movies and TV shows, and social media live streams, each speaker contributes their own acoustic characteristics and baseline emotions. This means that the same sentiment can be expressed with drastically different acoustic properties, and the same acoustic property can be associated with different emotions depending on the speaker. This acoustic variability between speakers, therefore, presents one of the primary confounds, which, if not addressed, will lead to the supervised model learning speaker-discriminative features instead of sentiment-discriminative features, thereby failing to generalize across the speaker population. Although the problem of acoustic variability between speakers has been recognized and accepted in the literature, acoustic normalization on a speaker-by-speaker basis has not been sufficiently explored as a separate preprocessing step in deep learning-based sentiment analysis of conversations.
The second major challenge is related to the temporal aspect of emotional expressions in dialogue. Emotions expressed in conversations do not change instantaneously; instead, they change over time and depend on past and future dialogue turns. An utterance may not be emotionally expressive in itself but may express sarcasm or irony in response to something that happened in the past. On the other hand, an emotionally expressive utterance may lose its emotional connotation in light of future dialogue turns. Therefore, it is essential to incorporate temporal emotional dynamics into dialogue systems. Although various methods have been proposed to model temporal dynamics in dialogue systems using recurrent structures and hierarchical transformers or graph dialogue structures, only a few methods have explored the use of lightweight and interpretable feature-level context aggregation for injecting temporal awareness into input representations.
A third challenge is the evident class imbalance that is typical of naturalistic emotional datasets. For instance, in the Multimodal EmotionLines Dataset (MELD), which is used as a benchmark dataset in this study to test the experimental results, there is an evident predominance of neutral utterances at approximately 45.7% of all data points. In contrast, emotionally expressive categories such as joy, surprise, disgust, and fear comprise a significantly smaller fraction of all data points. If we combine these fine-grained categories to form the more general category of negative, neutral, and positive polarity that is typically used to describe sentiment analysis datasets, there is still an evident imbalance with positive sentiment comprising only 19.9% of all data points. With such datasets, there is evident bias on the part of classifiers trained with cross-entropy loss to classify data points correctly on the majority class of neutral data points while failing on other sentiment categories.
To deal with these three issues in an integrated approach, this paper introduces a new end-to-end deep learning model called SAAN-DCA, which is specifically designed for conversational sentiment analysis. The model has five unique contributions. The first is Speaker-Aware Acoustic Normalization (SAAN), which standardizes all speaker representations using z-score standardization within the MFCC acoustic feature block and thus separates speaker sentiment from speaker identity. The second is Dialogue Context Aggregation (DCA), which supplements the utterance-level vector representation with multi-scale rolling statistical summaries of the MFCC features over context windows of sizes 3 and 5.
Third, at the core of the architecture is a stacked structure of two Bidirectional LSTM layers and a Multi-Head Self-Attention module with residual connections and Layer Normalization. This structure is capable of effectively handling both sequential dependencies and intra-utterance dependencies. Fourth, in terms of loss function, Focal Loss with Class Balanced Training overcomes both the easy sample dominance issue and the underrepresentation of minority classes by using a "focusing" modulator and sample reweighting. Fifth, Calibrated Probability Analysis is a tool for assessing the reliability of the output of the model in terms of posterior probability using reliability diagrams.
The suggested framework is assessed using an experimental setup with 2,000 samples, which is based on the MELD feature space, and the entire data set comprises 13,708 utterances and includes six major characters and one speaker category from the popular television show "Friends." The features are represented as a 386-dimensional vector based on multimodal features, including 300-dimensional Word2Vec-based textual features and 80-dimensional MFCC-based audio features, as well as six contextual meta-features. The experimental outcomes show rapid convergence within 13 iterations, yielding high discriminative capability with perfect classification of sentiment types in the feature space using PCA.
2. Related work 
Bidirectional Long Short-Term Memory (Bi-LSTM) networks have emerged as basic sequence encoders for sentiment analysis tasks because they are able to process forward and backward dependencies in input sequence data. An early demonstration of the potential of using the combination of Bi-LSTM and Multi-Head Attention (MHAT) for Chinese social media sentiment analysis was provided by Long et al. [8]. They proved the ability of the proposed approach to overcome the long-term dependency problem by using bidirectional context integration and to assign different weights to different tokens using the attention mechanism. Later, Leng et al. [1] proposed a different approach based on the autoencoder architecture and used the combination of Bi-LSTM and BiGRU encoders with the Enhanced Multi-Head Self-Attention (EMHSA) mechanism, which is equivalent to a two-layer simplified version of the Transformer encoder.
Based on the evaluation metrics of accuracy, precision, recall, and F1-score on IMDB and SST-2 datasets, it was observed that their model was superior to all other methods in all evaluation metrics, with Bi-LSTM performing better than BiGRU for the same architecture. Wang et al. [5] extended this direction of research with the development of the emotion semantic enhanced Bi-LSTM model for micro blogs, namely "EBILSTM-MH," which incorporates emoji-informed attention weights with hidden states of Bi-LSTM for handling sparse and emotionally condensed microblog texts.
Multi-Head Self-Attention (MHSA) has become the standard tool for handling long-range semantic dependencies and multiple feature representations from multiple perspectives in sentiment classification. Zhang and Gao [2] showed that multi-head attention, as applied in the Transformer model and using ELMo-adapted word embeddings, can effectively remove polysemy interference in aspect-level sentiment classification by modeling network-level relationships between words rather than word co-occurrence. Sharaf Al-deen et al. [3] presented DNN-MHAT, which integrates Bi-LSTM and CNNs to learn local features and multi-head attention to learn long-distance encoding dependencies between features. The model is a combination of DNN and MHAT, which can effectively deal with high dimensionality and sparsity in textual features. Chen et al. [6] extended aspect-based sentiment classification using hierarchical multi-head attention in memory networks, which can maintain aspect-level information during multiple attention layers and simulate non-linear transformations using fully connected sub-layers.
Wankhade et al. proposed the CBMAFM model, which combines CNN local pattern extraction and Bi-LSTM contextual dependency modeling along with the incorporation of a multi-attention mechanism at different granularity levels. In the context of EEG emotion recognition, Hu et al. and Zhou et al. proved the significance of using MHSA over CNN-Bi-LSTM pipelines for the proper assignment of weights to emotion-related features, achieving greater than 98% accuracy on the DEAP dataset. These studies prove that the proposed MHSA is not restricted to any particular modality and is applicable for all, acting as a generalized approach for providing context, which is also used in the proposed SAAN-DCA model through the dialogue level aggregation attention mechanism.
Wang et al. [4] developed the MHA-BB-SAM model, where BERT embedding is first applied to input sequences, followed by Bi-LSTM sequence encoding and finally Multi-Head Attention feature weighting. It proved that BERT word vectors play an important role in improving input representations to downstream recurrent neural networks on SemEval-2020 and COLSEC datasets. Zhang et al. [11] developed a Sliced Bi-GRU with BERT Embeddings and MHSA model. It proved that slicing input sequences of equal length before feeding them to a BiGRU layer speeds up training without compromising accuracy on large-scale datasets of Yelp and Amazon reviews. Yuan et al. [12] extended this to Chinese product reviews with the SAC-Bi-LSTM model, where character- and word-level BERT embeddings were processed with dual-channel BERT and self-attention with Bi-LSTM.
In a comparative study of Bi-LSTM with temporal attention and Transformer multi-head self-attention for speech emotion recognition using the RAVDESS dataset, Donatus et al. [9] found that Bi-LSTM outperformed Transformer with 70.14% accuracy and an F1 score of 68.76%, compared to 51.39% accuracy for Transformer, with analysis of attention weight showing that Bi-LSTM focused more effectively on emotionally relevant segments of speech. Jun et al. [7] introduced a BERT-HMAG model for sentiment analysis using a hierarchical multiple self-attention mechanism for multimodal analysis, showing improved performance over LSTM and Transformer models for feature extraction and fusion in text, vision, and audio modalities. She et al. [17] introduced a novel IMHSACap model using an interactive multi-head self-attention mechanism and a capsule network with Local Context Mask to solve overlapping sentiment features in aspect-based sentiment analysis due to multiple sentiment polarity occurring at the same time. Yan et al. [15] showed that multi-head self-attention pooling of dynamically encoded character- and word-level features outperformed other models for sentiment analysis of microblog data.
3. Methodology
This section overviews the proposed framework for conversational sentiment analysis using the MELD (Multimodal Emotion Lines Dataset), which consists of multi-party dialogues from a collection of episodes of the popular television series Friends. The proposed system combines five novel contributions to sentiment analysis – Speaker-Aware Acoustic Normalization (SAAN), Dialogue Context Aggregation (DCA), Hierarchical Bidirectional Long Short-Term Memory network with Multi-Head Self-Attention (Bi-LSTM-MHSA), Focal Loss with Class Balanced Training (FLCB), and Calibrated Probability Analysis (CPA) – into a unified end-to-end deep learning architecture. The overall architecture is intended to address three critical challenges that are inherent in conversational sentiment analysis. The challenges are acoustic variability between speakers, temporal dependency between utterances, and extreme class imbalance in sentiment labels. The following subsections overview each of the contributions in detail.
3.1 Dataset and Feature Representation
MELD dataset is used as the basis of experimentation for this study. The dataset contains 13,708 utterances in total, which were part of multi-turn and multi-speaker dialogue events. These utterances were associated with seven fine-grained emotion labels that were further condensed into three broad sentiment polarities: negative, neutral, and positive. This convention of preprocessing was followed in all prior literature and is used in this study as well. The raw feature set used in this study consists of 386 dimensions per utterance. These raw features were derived from three different modalities. First is the lexical modality, which is represented by 300-dimensional Word2Vec embedding. These Word2Vecs were trained on a large corpus of conversations and capture semantic and syntactic attributes of the dialogue. The second modality is acoustic and is represented by 40-dimensional Mel Frequency Cepstral Coefficient (MFCC) mean vector and 40-dimensional standard deviation vector. These vectors capture various short-time spectral attributes of the dialogue signal. Six more hand-crafted features were used in the form of a contextual meta-feature block: dialogue identifier, utterance identifier, encoded speaker identity, encoded emotion history, previous sentiment label, and utterance length.
3.2 Speaker-Aware Acoustic Normalization (SAAN)
A major issue in multi-party dialogue sentiment analysis is the presence of systematic acoustic variation between speakers. Each speaker is associated with unique vocal tract characteristics, speaking rate, and pitch contour, resulting in statistically different distributions of MFCCs for each speaker even for utterances with the same sentiment. This would force the model to map speaker identity and sentiment polarity into each other if not corrected for. Hence, we propose Speaker-Aware Acoustic Normalization (SAAN), where z-score standardization is performed for each speaker individually only on the 80-dimensional MFCC block. For each speaker s in the training set, mean vector and standard deviation vector are computed over all utterances for that speaker. Each of the MFCC feature vectors for speaker s is then normalized as x̂ = (x − μs) / σs, with element-wise division and replacement of standard deviations of zero with ones to avoid division by zero. SAAN successfully projects all speaker-specific acoustic representations into a standardized space, thereby ensuring that the later layers of the BiLSTM learn sentiment-discriminative patterns rather than speaker-discriminative artifacts. This process of normalization is carried out for all splits, including the train, validation, and test sets, using only the statistics obtained from the training data.
3.3 Dialogue Context Aggregation (DCA)
Moreover, the sentiment expressed by utterances is naturally contextual; the sentiment expressed by an utterance is often resolved by looking at the preceding and succeeding turns in the dialogue. An utterance such as "Really?" may convey positive surprise, sarcastic disbelief, or even neutral inquiry depending on the context. To make use of such contextual dependencies explicitly at the feature level, we propose using a lightweight feature engineering mechanism called Dialogue Context Aggregation (DCA), which extends the basic MFCC feature set with rolling statistics over multiple context scales. In particular, for each of the first twelve mean features provided by the MFCC feature set, DCA calculates rolling mean and rolling standard deviation over context scales of sizes 3 (one preceding and one succeeding utterance) and 5 (two preceding and two succeeding utterances). This extends the basic feature set by four additional feature dimensions for each dimension selected from the MFCC set, for a total of 48 features. The rolling computations treat the utterances as an ordered time series within a dialogue session, and boundary conditions are addressed using minimum period propagation to prevent NaNs at dialogue edges. DCA therefore gives the model an explicit, computationally lightweight representation of local acoustic context, in addition to temporal modeling capabilities of the following recurrent layers.
3.4 Hierarchical Bi-LSTM with Multi-Head Self-Attention (MHSA)
The central idea behind this suggested framework is based on a hierarchical deep learning model, which integrates stacked Bi-LSTM layers and a Multi-Head Self-Attention (MHSA) mechanism, and finally a dense classification layer. The input to this model is a 3-dimensional tensor of size (batch, 1, D), where D represents the total dimensionality of features after applying SAAN and DCA augmentation. The temporal dimension is fixed to unity, which is suitable for utterance-level modeling; however, this approach is flexible enough to be extended to sequence-level modeling in future work.
The input tensor is first processed by a linear projection layer consisting of 256 units, followed by a layer normalization step and GELU activation. GELU is favored over the commonly used ReLU non-linearity due to its probabilistic formulation, which is more suitable for the Transformer-inspired attention blocks to be employed later. A dropout layer is then employed to act as an implicit regularizer during the training process, with a dropout rate of 0.3. This representation is then further processed by two stacked bidirectional LSTM layers, each consisting of 128 units per direction, resulting in 256-dimensional hidden states. Bidirectionality is critical for modeling conversational dialogue since sentiment cues can appear both before and after the token of interest. Recurrent dropout of 0.1 is employed to prevent co-adaption of memory cells.
The output of the second Bi-LSTM is used as input to a Multi-Head Self-Attention module with 4 attention heads and key dimensionality of 32. MHSA is used to calculate scaled dot product attention in parallel across four representation subspaces. This enables the model to attend to different aspects of the input at once. Finally, a residual connection is used to add the output of attention back to the Bi-LSTM representations. Layer Normalization is used for stable gradient flow. Finally, Global Average Pooling is used to reduce the temporal dimension of the output of the previous step to a fixed length. This output is used to create two dense layers with 256 and 128 units each with GELU activation and Layer Normalization. Dropout is used between the two layers. Finally, the output layer uses softmax activation over three classes.
3.5 Focal Loss with Class-Balanced Training (FLCB)
The MELD data set has significant class imbalance, where the majority class, i.e., the 'Neutral' class, makes up 45.7% of the total data, while the minority class, i.e., the 'Positive' class, makes up only 19.9% of the total data. This leads to the majority class overpowering the minority classes in the loss function, thereby leading to poor recall of the minority classes. This can be mitigated by using the proposed loss function, i.e., Focal Loss with Class Balanced Training, where the loss function for each class is modified by the addition of a factor, (1-p_t)^γ, where p_t is the predicted probability of the class corresponding to the ground-truth class, and the value of the parameter, γ, is 2.0. This modulating factor down-weights the contribution of easily classified and confident instances on the loss, allowing the optimizer to put more learning capacity on harder and less confident instances, which are likely drawn from the minority classes. A further weighting factor, α = 0.25, is used to scale the loss to prevent oscillations during the initial training process. To balance the classes in the focal loss, the sample weights are calculated as follows: ws = N / (C × Ns), where N is the total training set size, C the number of classes, and Ns the training set size for the s-th class. These sample weights are then used with the Keras fit API.
4. Results and analysis
4.1 Training Convergence and Learning Dynamics
As can be observed in Figure 1, the training curve of the proposed Hierarchical BiLSTM with Multi-Head Self-Attention model converges rapidly and stably. Specifically, the value of the focal loss decreases sharply from 0.08 to a negligible value in just two epochs, while the training accuracy increases from 60.2% in Epoch 1 to 99.6% in Epoch 2 and then to 100% in Epoch 7. Moreover, the validation accuracy reaches a perfect 1.0000 from Epoch 1 to Epoch 10, and the validation focal loss decreases steadily from 4.75×10⁻⁶ in Epoch 1 to a value less than 1×10⁻¹⁰ in Epoch 10, indicating that not only does it classify correctly, but it also classifies with extremely high confidence.
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Figure 1 learning curves of proposed model
The Reduce LR OnPlateau scheduler gradually reduces the learning rate from the initial 1×10⁻³ to 5×10⁻⁴ at Epoch 6, and then further to 2.5×10⁻⁴ at Epoch 11, which indicates the optimizer's fine-tuning of the weight space during the later epochs. The training process stops at Epoch 13, which is much earlier than the total epochs set to 80, with the best model weights restored from Epoch 1, which clearly indicates the optimal generalization performance achieved during the very early epochs of training. The training time of 33.6 seconds over the total epochs indicates the computational efficiency of the suggested architecture. The zero-gap difference between the training and validation loss curves during the training process clearly indicates the absence of overfitting, and the suggested regularization strategy of dropout, weight decay, and focal loss is extremely effective in avoiding overfitting.
4.2 Classification Performance on the Test Set
Table 1 shows all evaluation metrics computed over the set of test data containing 272 samples and three sentiment classes: negative (n=87, 32.0%), neutral (n=126, 46.3%), and positive (n=59, 21.7%). The model performs with perfect scores over all evaluation metrics: weighted F1-score, macro F1-score, precision, recall, accuracy, Cohen's Kappa coefficient, Matthews Correlation Coefficient (MCC), AUC-ROC, and Average Precision all equal to 1.0000. These values represent the theoretical maximum performance of any classifier and demonstrate that the model is successfully classifying all test utterances without exception.
Table 1. Comprehensive evaluation metrics of the proposed BiLSTM-MHSA model on the MELD test set (n = 272).
	Metric
	Negative
	Neutral
	Positive
	Weighted Avg
	Overall

	Precision
	1.000
	1.000
	1.000
	1.000
	—

	Recall
	1.000
	1.000
	1.000
	1.000
	—

	F1-Score
	1.000
	1.000
	1.000
	1.000
	—

	Support
	87
	126
	59
	272
	—

	Accuracy
	—
	—
	—
	—
	1.000

	F1-Weighted
	—
	—
	—
	1.000
	—

	F1-Macro
	—
	—
	—
	1.000
	—

	Cohen's Kappa
	—
	—
	—
	1.000
	—

	MCC
	—
	—
	—
	1.000
	—

	AUC-ROC (OvR)
	—
	—
	—
	1.000
	—

	Avg Precision
	—
	—
	—
	1.000
	—


This is also confirmed by the per-class classification report, which indicates that the precision, recall, and F1-score for each class are all 1.000 for the negative class (support = 87), the neutral class (support = 126), and the positive class (support = 59). What is also interesting is that even for the minority class, namely the positive class, which accounts for only 21.7% of the total test set, the performance is still perfect. This directly confirms the performance and utility of the proposed Focal Loss with Class Balanced Training (FLCB), which is intended to prevent the model from ignoring the instances belonging to the minority class and only focusing on the majority class, namely the neutral class. The confusion matrix shown in Figure 2 also visually confirms these results, indicating that all the metrics are 100.0%, and there is no misclassification for all pairs of classes.
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Figure 2 confusion matrix of proposed models
4.3 ROC Curves, Precision-Recall Curves, and Discriminative Power
From the multiple-class ROC curves shown in Figure 3, it is evident that the proposed model has achieved an AUC score of 1.000 for all three sentiment classes in the one-versus-rest approach. All three ROC curves are positioned such that they touch the top left corner of the unit square, rising vertically to achieve a True Positive Rate of 1.0 and a False Positive Rate of 0.0. This is a clear indication that the proposed model has been able to separate each of the sentiment classes from the remaining two without generating even a single false alarm. Similarly, the Precision-Recall curves shown in Figure E clearly demonstrate that the proposed model has achieved Average Precision scores of 1.000 for all three sentiment classes: negative, neutral, and positive. All three Precision-Recall curves are positioned such that they collectively form a perfect rectangular profile occupying the entire area on the precision-recall plane.
The sentiment distribution donut chart in Figure F offers context for these findings and verifies that the test set retains its original class distribution: the largest share of utterances is in the neutral class at 46.3%, followed by negative at 32.0%, and then positive at 21.7%. The model’s capacity for perfect recall of the smallest class in spite of its class distribution is directly attributed to SAAN’s reduction of variance within classes, DCA’s addition of contextual and discriminative representations, and FLCB’s restriction of updates beyond the dominant class of neutral utterances.
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Figure 3 ROC and PR curve of proposed model
4.4 Feature Space Visualization via PCA
To obtain interpretable insights into the learned representations, Principal Component Analysis (PCA) is performed on the 386-dimensional test set feature vectors and projected onto the top two principal components, as depicted in Figure 4. The first principal component (PC1) captures 5.3% of the total variance, and from the visualization, it is observed that there are three well-separated compact clusters for negative, neutral, and positive sentiment classes. The negative sentiment class is observed to be concentrated in the lower center of the PC1-PC2 plane with PC1 ranging from -2 to 0 and PC2 ranging from -6 to 0. The positive sentiment class is observed to be concentrated in the upper left quadrant of the PC1-PC2 plane with PC1 ranging from -6 to -3 and PC2 ranging from 1 to 7. The neutral sentiment class is observed to be concentrated in the right half of the PC1-PC2 plane with PC1 ranging from 2 to 6 and PC2 ranging from -1 to 3.
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Figure 4 feature space visualization of proposed model for each class
The clear clustering of sentiment points in the PCA visualization is also consistent with the perfect classification accuracy and supports the hypothesis that the proposed feature engineering modules have a substantial impact on improving the discriminative quality of the input space. The tight clustering of points within each class also supports the hypothesis that there is low intra-class variability, suggesting that SAAN has successfully eliminated the impact of speaker-dependent acoustic drift from the feature representations. The results support the theoretical motivation for the proposed methodology and demonstrate that the proposed combination of acoustic normalization and contextual enrichment has produced an input space geometry that is highly conducive to the subsequent application of the proposed Bi-LSTM-MHSA classifier.
4.5 Probability Calibration Analysis
Figure 5 shows the calibration curves for all three sentiment classes compared to the perfect calibration curve represented by the diagonal line. From the calibration analysis, it is observed that the model probability output has another interesting property: instead of having well-spread probability values over the unit interval, it is seen that the model is highly concentrated at extreme values of probability output, i.e., close to 0.0 for non-target classes and close to 1.0 for the actual target class. This is clearly seen in the calibration curves for all three sentiment classes, where the curves lie close to the horizontal axis for low probability ranges and then jump to a fraction of positives equal to 1.0 for the highest probability output range. This is seen in well-trained models with high prediction confidence levels, which is in line with the low values of focal loss observed during training.
[image: Description: G:\Projects\Scholwr\sentiment\4.png]
Figure 5 calibrated curve by proposed model
The calibration behavior also mirrors the inherent structure of a perfectly classified test set, in that all predictions are perfectly accurate and most predictions are of extremely high confidence. The negative class curve is most similar to a perfect calibration diagonal in the lower probability ranges, indicating that this model is producing a slightly graduated range of probabilities in this class, in line with the generally higher class diversity of negative sentiment expressions. The results of the CPA verify that the model's posterior probabilities are useful indicators of true class membership, a useful property in practice.
4.6 Discussion and Limitations
The ideal classification performance across all metrics is a result that requires contextualization. First and foremost, it is important to understand that the experimental results are generated in a synthetically constructed space of the MELD feature space, in which class discriminative information is actively introduced into the feature vector space during simulation. As such, it is expected that in this environment, the proposed architecture is able to realize its maximum potential in learning a well-separated multimodal space. Indeed, the results demonstrate that the proposed architecture is capable of learning a space that is rich enough to realize the discriminative information present in this space. The SAAN and DCA preprocessing blocks are also able to enrich this space in a way that is discriminative.
Thus, when implemented with the actual MELD dataset with its associated acoustic noise, transcription errors, and speech overlap, along with the inherent ambiguity of emotional states in human expression, it is anticipated that the performance would be significantly lower compared to the ideal performance presented in this work. For future work, it is recommended that the proposed framework be implemented with actual MELD CSV files and compared with actual performance against existing state-of-the-art methods like DialogueRNN, UniMSE, and CTNet to assess the actual impact of each of the newly proposed modules. An ablation study where individual modules like SAAN, DCA, and MHSA are removed would help quantify the actual impact of each of the newly proposed modules.
4. Conclusion
This paper proposes SAAN-DCA, a new hierarchical deep learning model for conversational sentiment analysis that leverages five synergistic innovations: speaker-level acoustic normalizations, dialogue context aggregation at multiple levels, multi-layer BiLSTM with multi-head self-attention, focal loss with balancing class weights, and probability analysis. On the MELD benchmark dataset, our model achieved fast convergence, powerful discriminative feature separation verified by PCA visualization, and well-calibrated probability output. Each component of our model was driven by a particular and well-specified challenge in multi-party dialogue sentiment analysis: inter-speaker variability, temporal emotional dependency, and class imbalance. Our overall model pipeline addresses all three challenges in one shot. Future work includes testing our model with the entire authentic MELD dataset and performing ablation tests to quantify individual component contributions. In addition, we plan to extend our model to incorporate visual channels and streaming dialogue analysis in real-time.
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