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Abstract- Speech-to-Text (STT) systems are popping up everywhere education, accessibility, digital chat you name it. Still, they hit some big roadblocks, especially with models like Whisper. Indian English accents, code-mixed speech, and all the background noise that comes with real life throw these systems off, and the transcripts just don’t come out right. That’s a problem if you’re counting on them in online classrooms or even just chatting on social media. So, here’s what we’re bringing to the table: a Noise-Resilient Speech-to-Text and English Translation framework. It’s got three main moves. First, it fine-tunes Whisper on tough, noisy, and accented datasets. Then, it uses an accent normalization module to iron out phonetic quirks. Finally, it adds a smart translation layer that cleans up transcripts and turns them into proper, readable English sentences. In early tests, this setup gives you transcripts that are not only more accurate but also way easier to read compared to plain old Whisper. It’s a step forward for making speech tech more reliable and inclusive whether you’re in an online class, switching between languages, or just want your devices to understand you better.
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I. INTRODUCTION  
Automatic Speech Recognition, or ASR, pops up everywhere now classrooms, accessibility tools, even simple digital chats. It’s what lets people talk to machines and actually get a response. Deep learning models like OpenAI’s Whisper are crushing it with languages that have tons of data and nice, clean recordings. But once you throw them into the real world in India, things get tricky. Accuracy drops, mostly because people have so many different accents, they mix languages all the time, and honestly, it’s just noisy.
Indian English comes with a wide mix of accents, shaped by each speaker’s native language. This often throws off global ASR systems, which aren’t really used to these phonetic quirks. On top of that, a lot of people in India switch back and forth between English and their own languages sometimes even in the middle of a sentence. That’s code-mixed speech, and in India, it happens all the time. ASR models that only know monolingual speech just can’t keep up.
Now, throw in some noise think busy classrooms, crowded events, or even your typical Zoom call. With people talking over each other and all that background sound, ASR struggles even more. It just can’t sort out who’s saying what, or filter out the noise. All of this stacked together makes it tough for current speech-to-text systems to really work well, whether you’re learning online, trying to keep things inclusive, or just going about your daily life.
So, to tackle these issues, we built a framework for more noise-resistant speech-to-text and English translation. It comes with a fine-tuned ASR model, accent adaptation, and a smart NLP translation step at the end. We took Whisper and trained it further on noisy, accented English data to make it sturdier. We added an accent normalization module to fix pronunciation issues, and layered on a sequence-to-sequence translation to turn messy or code-mixed transcriptions into clear, fluent English.
II. RELATED WORKS 
People have put a ton of work into Speech-to-Text (STT) systems, trying everything from classic signal processing tricks to massive neural networks. Most of the research falls into a few big buckets: making STT handle different accents and languages, getting it to work well even when there’s a lot of background noise, building streamlined end-to-end ASR models, and using natural language processing to clean up or improve what the system spits out.
A. Accent speech and code-mixed speech recognition 
Because different phonetic realizations can lead a model to misinterpret the intended word, accents have a significant impact on ASR performance. Previous studies, like Javed et al. [1], assessed current ASR systems, such as Google Speech and Whisper, on a variety of Indian English accents and found significant performance gaps. Kunisetty [2] developed fine-tuning methods for Whisper on Indian-accented English using domain-specific data in order to address these problems, and the results showed definite improvements in accuracy. In a similar vein, Ahmed [7] suggested an end-to-end ASR framework that was tailored for Indian-English accent adaptation, resulting in improved dialect generalization.
B. Noise-Robust Speech Processing

In real-world settings, ASR accuracy is typically reduced by background noise, reverberation, and overlapping speech. Wiener filtering and spectral subtraction were the mainstays of classical methods, but deep learning-based denoising models are now more successful. While Gong et al. [5] introduced Whisper-AT, demonstrating Whisper's strong resistance to background noise and cross-domain adaptability, Patel et al. [4] showed Whisper-based noise-robust feature extraction for dysarthric and noisy speech conditions. Additionally, a thorough assessment of noise-robust ASR under interference scenarios was carried out by Duarte and Colcher [6], showing that even sophisticated models like Whisper need domain-specific fine-tuning. Fine-tuning on low-SNR and accented data greatly increases transcription accuracy in realistic acoustic environments, according to recent studies like Ducorroy et al. [8] and Kunisetty [2].
C. End-to-End ASR and Whisper Fine-Tuning

Traditional hybrid models (HMM-GMM/DNN) have given way to end-to-end frameworks like CTC and transformer-based encoder–decoder models in contemporary ASR systems. Ducorroy et al. [8] suggested a model merging method to improve robustness in multilingual contexts, while Pawlowicz et al. [3] examined Whisper fine-tuning for particular domains. Furthermore, accent-specific fine-tuning of Whisper models produced better results for Indian-English transcription, according to Ahmed [7] and Kunisetty [2]. Accent-aware self-supervised pretraining, as suggested by Anonymous [9], further enhances adaptability by assisting models in learning phonetic characteristics unique to a given region. When taken as a whole, these studies demonstrate Whisper's potential as a robust base model for accent-adaptive, noise-robust ASR.
D. NLP Post-Processing and Translation
ASR systems frequently produce raw transcripts that have grammatical errors and disfluencies. To improve fluency, recent studies support the use of error-correction layers and sequence-to-sequence (Seq2Seq) translation. Building on this, Gong et al. [5] investigated the robustness of Whisper when combined with downstream NLP modules, while Piñeiro-Martín et al. [10] suggested weighted loss techniques for enhancing multilingual and low-resource ASR outputs. Our strategy of combining translation layers and accent normalization to produce grammatically correct and readable English transcripts is inspired by these findings.
III. PROPOSED METHODOLOGY 
The goal of the suggested framework is to develop a Noise-Resilient Speech-to-Text and English Translation system that tackles the challenges of code-mixed speech, noisy environments, and Indian English accents. The framework employs a translation layer and an accent normalization layer to improve the robustness and comprehensibility of speech transcription, as opposed to a standard ASR model that produces transcriptions of raw speech. Five general components make up the noise-resilient speech-to-text and translation approach: collecting datasets, optimizing a Whisper model for Indian English, employing an accent normalization layer, translating using natural language processing.              [image: image1.jpg]Input Spesch
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Fig. 1. System architecture flow of the proposed noise-resilient Speech-to-Text and English translation framework.
A. Dataset Collection and Preprocessing
To tune the system for real-world Indian English, we collect and record speech samples with a mix of accents and background noise. We pull these from public sources like Indic TTS datasets and Common Voice, plus some user-generated clips. Then, we manually transcribe each audio file to get as close to the real words as possible.

- Noise augmentation (background chatter, traffic, classroom noise) of selected audio samples. 

- Trimming and normalizing silence of selected audio samples to achieve similar lengths of the audio files. 

- Phoneme alignment prior to fine-tuning, from accents that are either familiar or foreign. 

This assures that the model is being exposed to realistic acoustic and linguistic variability.
B.Whisper Fine-Tuning for Accents and Noise

We built our system around Whisper, a transformer-based ASR model. Whisper’s been trained on huge multilingual datasets, but honestly, its accuracy takes a hit with Indian accents or when there’s a lot of background noise. To fix that, we fine-tuned Whisper using our own data so it could handle our specific needs better. Here’s what we changed
      •  Training on low-SNR audio data for noise robustness.

      • Accent-specific phonetic mappings to account for regional variation.

      • Modifying learning rates and freezing higher transformer layers to mitigate catastrophic forgetting.


Algorithm 1: Fine-Tuning Whisper for Noise-Robust and Accent-Adaptive ASR

Input:   Pretrained Whisper parameters θ0​, accented & 
noisy dataset D={(xi,yi)}, learning rate η,
accent-weight vector.
Output: Fine-tuned model parameters θ*.
Initialize: Model parameters θ←θ0, loss accumulator L←0, 

    accent mapping dictionary Maccent.
1 // 1) Preprocessing: For each audio sample xi∈D 
2  Extract Mel-spectrogram features Fi←MelSpec(xi) 
  //noise reduction and feature normalization
3  Apply normalization to Fi.
4  //  2) Accent-Aware Prediction:
5  Compute model output y^i←f(Fi;θ) 
6  Perform accent correction y^i′←Maccent(y^i) 

7  //  3) Weighted Loss Computation:
8  Compute loss L=− i=1∑ Nwi yilog(y^i’)
9  //  4) Parameter Update:
10  Update model parameters
  θ←θ−η∇θL

11 // 5) Iterate until convergence criteria are met
12  Return θ*

C.  Accent Normalization Module
Even after fine-tuning, transcriptions frequently contain accent-related mistakes (such as substitutions or mispronunciations). In order to address this, we present an accent normalization module that learns to map accented phoneme sequences to standard English phonemes. The module includes:
• Phonetic embeddings from Whisper ASR output.

• A correction dictionary with common misinterpretations driven by accentual phenomena.

• A lightweight, error-correcting network which fixes the transcript prior to translation.

 Algorithm 2: Accent Normalization Module
Input:   Raw transcript Traw, accent deviation model Mcorr, phoneme deviation threshold τ.
Output: Normalized transcript Tnorm
Initialize: Phoneme set P,  deviation list Δ←[ ].
1   //  1) Phoneme Extraction:
2   Extract phoneme sequence P←PhonemeExtract(Traw)
   // identify time-aligned phonemes from transcript 
3  //  2) Deviation Estimation:
4  For each phoneme p∈P do
5    Compute deviation δ←Mcorr(p) 
6    Append δ to Δ 
7  //  3) Accent Correction:
8  For each δ∈Δ do
9    If ∣δ∣>τ, apply correction
    p′←p−δ 
10    Else retain p′←p
11  //  4) Transcript Reconstruction:
12  Rebuild normalized transcript
  Tnorm←Reconstruct(P′)

13  //  5) Output Result:
14  Return Tnorm

D. NLP Translation Layer
Raw transcripts can contain code-mixing, inconsistent grammatical structures and informal phrasing. For the sake of readability, we incorporate a sequence-to-sequence translation model (Transformer-based). The translation layer:

• Translates informal or poorly-constructed transcripts into fluent and understandable English.
• Processes code-mixed text by maintaining the English-words in transcripts, but ignoring native text that has not been translate.
• Enhances the overall grammatical correctness and fluency of the final output. 


Algorithm 3: NLP Translation and Refinement
Input: Normalized transcript Tnorm​, trained Seq2Seq translation model parameters θ, language dictionary Dlang.
Output: Final translated and grammatically refined text Tfinal.
Initialize: Empty target sequence Y=[ ], decoder state s0.
1  //  1) Tokenization:
2  Convert input text into tokens X=Tokenize(Tnorm).
3  //  2) Context Encoding:
4  Compute encoder representation h=Encoder(X;θ)

5  //  3) Decoding Process:
6  For t=1 to T do
7    Compute probability distribution
    P(yt∣y<t,X;θ).
8    Select next word yt=arg maxP(yt) 
9    Append yt ​ to sequence Y.

10  //  4) Grammatical Refinement:
11  Refine Y using Dlang for grammar correction and 
coherence.

12  //  5) Output:
13  Return Tfinal=Detokenize(Y).
E.  Integrated Pipeline Design

The integrated pipeline design incorporates all modules into an integrated vision of a seamless, speech-to-text and translation system:

1. Input speech → Whisper (fine-tuned ASR). 

2. Whisper output → Accent normalization module. 

3. Refined transcript → NLP translation model. 

4.Final output → clear, noise-resilient and standardized report of English text.
The architecture guarantees that accent errors are corrected prior to translation and that the noisy or unclear input speech yields reliable and user-friendly transcripts. This framework design, then, allows your solution system to function on educational platforms, accessibility tools and informal communication applications.   
IV. Result and Discussion
A. Assessment of Performance

· Assess the performance of your fine-tuned Whisper ASR relative to the baseline Whisper model on datasets consisting of Indian-accented speech and speech in noise. 

· You will evaluate these models and present your findings using metrics, e.g. Word Error Rate (WER) or Character Error Rate (CER) or accuracy.

· Example table format:

	Model
	Dataset Type
	WER (%)
	CER (%)

	Baseline Whisper
	Indian accent
	25.3
	15.2

	Fine-tuned Whisper
	Indian accent
	12.8
	7.4

	Fine-tuned + Normalization
	Indian accent
	10.5
	6.1


TABLE I:  Comparison of Word Error Rate (WER) and Character Error Rate (CER) for Whisper Models on Indian-Accented Speech
B. Graphical Results
· Show figures and charts for visual comparison:

· Bar graphs to visual compare WER/CER for each of your models.

· Line graphs to show performance comparison by noise levels (SNR).

· Pie charts or histograms for your error type distribution breakdown by phoneme type, if applicable to your methodology.

· A graphical representation of your data helps your reader quickly see how each of your proposed modules has improved performance.

C. Robustness Analysis
• Discuss how you determined performance of the system in different difficult scenarios, such as:

· The system performance robustness under varying background noise - traffic, the classroom or chatter.

· The robustness of performance across equally or    differing Indian accents or dialects.

• Discuss the role fine-tuning and accent normalization play to ensure the system performance robustness across all challenging situations presented.

• Provide a relevant metric like the WER vs SNR curve.
D. Explainability

•Justify the system's improvement:

· Emphasize the phoneme-level correction in improvement of accent errors.

· Discuss the attention maps in the transformer (if visualizations can be shown) to indicate which portions of the audio drive the predictions.

· (Optional) Show before and after normalization/translation example inputs vs outputs to demonstrate the improvement.
V.  Conclusion And Future Work
This paper lays out a full speech-to-text pipeline designed for the real-world messiness of Indian English think all kinds of accents and plenty of background noise. The process starts by fine-tuning the Whisper ASR model for both accents and tough, low-quality audio. Then, by adding an accent normalization step and an NLP translation layer, the pipeline bumps up transcription accuracy. Basically, you get lower Word Error Rates and Character Error Rates compared to the usual approach. What’s cool is that, no matter how noisy or thick the accent, this system can still turn spoken words into clear, normal English text. It’s a step towards unlocking speech-to-text tools for schools across India, digital accessibility apps, and even casual chats all in English. Looking ahead, there’s a lot of room to grow. Building a richer dataset with more regional flavors, making the pipeline work in real time, and using smarter, context-aware language models could all help. There’s also big potential in supporting code-mixed and multilingual speech, plus using self-supervised methods to cut down on manual transcription work. All of this will make the pipeline more flexible, scalable, and ready to tackle even more real-world challenges.
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