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Abstract—Drones continuously generate flight log data con- taining valuable information about flight states, sensor readings, and system events. These logs are critical forensic artifacts for investigating incidents such as crashes or operational anomalies. However, previous forensic studies seldom explore the semantic context embedded within the human-readable flight log messages. This paper presents a Transformer-based named entity recog- nition (NER) framework to automatically extract meaningful entities such as events and issues from drone flight logs. To enhance generalization and simplify downstream analysis, the six original entity types defined in the DroNER dataset were merged into two higher-level classes Event and NonEvent to represent operational and anomalous contexts, respectively. We fine-tuned three pre-trained language models: BERT, DistilBERT, and SqueezeBERT, on this adapted dataset curated for drone forensic analysis. Experimental results show that SqueezeBERT, with only 51M parameters, achieves an F1 score of 96.79%, comparable to BERT’s 98.00%. This study is the first to benchmark. These findings suggest that lightweight Transformer architectures are highly promising for edge-level forensic NLP applications, en- abling real-time log-based investigation automation on resource- limited forensic platforms.
Index Terms—Lightweight Transformer, Edge Forensic NLP, BERT, SqueezeBERT, DistilBERT, Drone Flight Log, Named Entity Recognition, Log-Based Investigation Automation, Digital Forensic Investigation

I. INTRODUCTION
Unmanned aerial vehicles (UAVs), commonly known as drones, have seen growth in usage across civilian, commercial, and even illicit activities. Global consumer drone shipments reached around 5 million units in 2020 and are projected to nearly double by 2030 [5]. With this proliferation comes a rise in drone-related incidents, driving the need for robust forensic investigation techniques. Drone flight logs, which record time- stamped system events and alerts during flights, have emerged as a valuable source of evidence in such investigations [10].
These flight logs play a crucial role in the digital ev- idence extraction pipeline, where classifying log messages into operational and anomalous categories helps investigators reconstruct incident timelines and identify potential causes of drone failures.
To address this challenge, named entity recognition (NER), a natural language processing technique that automatically identifies and classifies key terms in text, offers a promising approach to extract relevant information from drone logs [1], [3]. Recent work has begun to explore this direction. For

example, Silalahi et al. [1] introduced the Drone Flight Log Entity Recognizer (DFLER), which leverages a fine-tuned BERT model to recognize entities in decrypted DJI flight logs and generate event timelines for investigators. In parallel, they developed the DroNER dataset, comprising 1,850 flight log messages from 12 DJI drone models [3]. By identifying such entities, investigators can more efficiently pinpoint notable events such as hardware failures (e.g., battery or GPS issues) or pilot actions that precede an incident. These early efforts demonstrate the forensic value of applying NER to drone flight logs, enabling automatic extraction of key evidence that can be presented in concise reports or timelines [1], [10].
Building on this, Transformer-based language models such as BERT have proven highly effective for NER tasks across specialized domains, including drone log analysis [5], [10]. BERT’s bidirectional Transformer architecture captures nu- anced context for each word. In drone forensic NER experi- ments, a fine-tuned BERT model achieved an F1 score above 98% [10], outperforming a recurrent neural network baseline. Even when compared to a compressed Transformer like Dis- tilBERT, the full BERT model provided superior recognition accuracy (e.g., 98.6% vs. 95.9% F1 in one study) [3]. Similar performance gains from BERT have been observed in other domains. for example, in Indonesian fake news detection, a BERT-based NER model reached an F1 of 87.3%, outpacing BiLSTM-CRF and BiGRU baselines [2]. These results show why BERT has become the de facto standard for high-accuracy NER applications.
However, BERT’s excellent accuracy comes with a cost in computational complexity. BERT-base comprises over 110 million parameters and requires considerable memory and processing power, which can be impractical for resource- constrained environments or real-time use [6], [13]. On mobile hardware, for instance, BERT-base has been reported to take approximately 1.7 seconds to process a single input [6]. This inefficiency is problematic for forensic workflows, where analysts may need to parse large log files quickly or run tools on-site using limited computing resources [12]. Consequently, researchers have explored strategies to improve efficiency without sacrificing too much accuracy. One direction is to optimize analysis pipelines, such as using lightweight filters before applying a BERT-based model [4]. Another approach is model compression via knowledge distillation, which pro-

duces smaller models like DistilBERT that retain much of BERT’s language understanding while using fewer parameters [3]. Beyond distillation, architecture-level innovations have yielded compact Transformer variants. A notable example is SqueezeBERT, which replaces certain self-attention operations
with grouped convolutions to streamline the model [6]. Iandola et al. reported that SqueezeBERT runs about 4.3× faster than BERT-base on a Pixel 3 device while maintaining competitive accuracy [6], [13]. Such lightweight models are especially
advantageous for drone forensics, enabling faster log parsing and deployment on limited hardware [12].
Contribution. Therefore, in this paper we investigate the trade-offs between a full-size Transformer model and a com- pact model for the task of term extraction from drone flight logs. Specifically, we present a comparative evaluation of BERT versus SqueezeBERT for NER on DJI drone log data, focusing on extraction accuracy. Our study examines whether a smaller model can achieve comparable forensic utility to BERT in identifying critical entities, while offering improve- ments in speed and resource usage [3], [6], [13]. An overview of the proposed end-to-end workflow is provided in Fig. 1.
The remainder of this paper is organized as follows. Section
II reviews related work on drone log forensics and NER. Section III describes the methodology including dataset prepa- ration and model fine-tuning. Section IV presents experimental results and Section V concludes with insights and future directions.

II. RELATED WORK
Existing research relevant to this study can be grouped into three major areas: (1) the application of named entity recog- nition (NER) in drone flight log analysis, (2) the broader evo- lution of Transformer-based NER in general natural language processing tasks, and (3) advances in developing lightweight and efficient Transformer architectures. This section reviews prior works in each of these areas to establish the foundation for evaluating BERT, DistilBERT, and SqueezeBERT models for drone forensic term extraction. For context, our proposed pipeline is illustrated in Fig. 1.

A. NER in Drone Flight Log Analysis
Recent studies have begun applying named entity recogni- tion (NER) techniques to drone flight log data to aid forensic investigations. Silalahi et al. [1], [3] developed DFLER, an open-source tool that was the first to utilize human-readable drone log messages for forensic analysis. DFLER employs a fine-tuned BERT model to automatically extract entities (e.g., locations, events) from decrypted DJI flight logs and generate a PDF timeline highlighting those entities, which helps investi- gators pinpoint critical events in the flight. This work addresses a gap in drone forensics earlier efforts largely focused on telemetry and sensor logs, with no prior research analyzing the textual flight log records [10]. To enable NER on this new data source, Silalahi et al. [3], [10] constructed the DroNER dataset comprising 1,850 log messages (from 12 DJI drone

models) annotated with six entity types in CoNLL format. Us- ing this domain-specific dataset, they fine-tuned Transformer- based NER models to recognize key entities in drone logs. In particular, a BERT-based model (DroNER) achieved an F1- score of 98.63%, and even a compressed DistilBERT model reached 95.9% F1 [3]. These results demonstrate the viability of NER for drone log forensics. The fine-tuned BERT model has since been integrated into the DFLER tool [1], which produces a forensic timeline with highlighted entities as part of investigation reports.

B. NER in General NLP Domains
The success of drone log NER builds on a broader trend in natural language processing: Transformer-based models have become the state-of-the-art approach for NER across many domains [5], [10]. The introduction of the Transformer architecture revolutionized contextual representation learning, outperforming earlier RNN/CRF sequence tagging methods in accuracy [11]. Indeed, the availability of large pre-trained language models has greatly reduced the effort needed to develop high-quality NER systems for new tasks. BERT in particular has been applied to diverse NER problems with remarkable results. For example, Cahyo et al. [2] report that a BERT-based NER model (augmented with part-of-speech tagging) achieved an F1 of 87.38% on an Indonesian fake news dataset, substantially outperforming a BiLSTM-CRF (81.26%) and a BiGRU model (79.46%) on the same task. This performance gap illustrates how Transformer models can capture context and semantic nuances that traditional neural NER models miss. A wide range of BERT variants have also been explored for NER and other NLP tasks including distilled or compact models (DistilBERT, SqueezeBERT, MobileBERT, etc.) and domain-specific models (SciBERT for scientific text, etc.) aiming to balance model size, speed, and accuracy [6], [13]. The widespread use of these models in current literature highlights that Transformers, especially BERT and its variants, have become fundamental tools for NER research and applications.

C. Full-Size vs. Lightweight Models: Performance and Effi- ciency
While full-size Transformer models like BERT achieve excellent NER accuracy, their large computation cost and memory footprint can be problematic, especially in resource- constrained or real-time forensic contexts [6], [12]. This has motivated the development of lighter models and efficiency techniques. DistilBERT, a distilled 66 million-parameter ver- sion of BERT, retains much of BERT’s language understanding capability while being 40% smaller and 60% faster [3], [5]. In the drone NER study, DistilBERT’s model file was only
∼260 MB versus 430 MB for BERT, with its F1-score only a few points lower [3]. Such trade-offs make DistilBERT
a suitable choice for deployment on devices with limited computing resources (such as drones or forensic workstations) where BERT would be too heavy. Another approach is model
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Fig. 1. Overall pipeline of the proposed DroNER model, consisting of dataset processing, tokenization, supervised learning, token classification, entity extraction, and evaluation.


architecture optimization: SqueezeBERT replaces certain self- attention operations with grouped convolutions, achieving

TABLE I
DRONER DATASET STATISTICS


	roughly 4× lower inference latency on mobile hardware
compared to BERT-base, with accuracy comparable to an
	Split 
Train
	# Messages 
1412
	# Tokens  A
11420
	vg. Tokens/Ms
8.1
	g  # Entities
7062

	undistilled BERT [6], [13]. This makes SqueezeBERT and
	Test
	438
	3546
	8.1
	2126



similar compressed models attractive for time-sensitive foren- sic analyses [13]. Beyond model compression, researchers have also proposed two-stage processing pipelines to reduce runtime overhead. For instance, Yuan and Shao [4] describe an efficient framework for large-scale text mining that first uses lightweight methods (e.g., TF–IDF + linear classifiers) to shortlist candidates, then applies a Transformer (SciBERT) in a “refined” second stage. This rough-and-refine strategy improves throughput by avoiding the need to run a full BERT model on every data point. Overall, the literature indicates that with careful distillation, model pruning, or multi-step processing, one can still harness Transformer-based NER in digital forensics and other NLP applications while meeting practical constraints on speed and resource usage [3], [6], [13]. Despite their proven efficiency in general NLP appli- cations, lightweight Transformer models such as DistilBERT and SqueezeBERT have not yet been systematically evaluated within the context of drone forensics. To the best of our knowledge, prior drone log NER studies focus solely on full- sized BERT models, leaving the trade-off between model compactness and forensic utility unexplored.
III. PROPOSED METHOD
This section outlines the methodological framework em- ployed to perform NER on drone flight log messages. The proposed approach follows a systematic pipeline comprising dataset preparation using the DroNER corpus, model con- figuration, and fine-tuning of three Transformer-based archi- tectures: BERT, DistilBERT, and SqueezeBERT. All models are trained under identical experimental settings to ensure a fair comparison in terms of performance. The subsequent describe the dataset characteristics, training configuration, and evaluation metrics in detail. The complete workflow from data preprocessing to model evaluation is illustrated in Fig. 1.
A. Dataset Preparation
We conduct our experiments on the DroNER dataset [3], [10], a collection of human-readable DJI drone flight log messages labeled for NER. The dataset consists of 1,850 log messages collected from 12 different DJI drone models [3]. Each message is relatively short (on average 6–9 tokens) and

Total	1850	14966	8.1	9188 

TABLE II
ENTITY DISTRIBUTION IN DRONER DATASET

Entity Type  Train  Test  Total  Percentage (%)
Event	3891  1159  5050	55.0
NonEvent	3171	967	4138	45.0
Total	7062  2126  9188	100.0	


is annotated in the standard CoNLL format using the IOB2 tagging scheme [3]. This means each token in a message is tagged as Beginning, Inside, or Outside of an entity span. While the original DroNER dataset defines six entity types (Action, Component, Function, Issue, Parameter, State), for this study, these were merged into two superclasses, Event and NonEvent, as detailed in Table II. This was done to focus on anomaly-oriented entity extraction and reduce class imbalance during model fine-tuning.
For example, in the log message “Critically low power. Aircraft is landing,” the phrase “Critically low power” would be labeled as an Issue, and “Aircraft is landing” as an Action, with appropriate IOB tags. The official split of the DroNER data contains 1,412 messages for training and 438 for testing [3]. We used the provided training/test split and did minimal preprocessing. Specifically, we ensured the data was formatted properly in four-column CoNLL style (token, part-of-speech, chunk, entity label) for compatibility with our code. We pre- served the original casing and punctuation of the log messages as given, without additional normalization. This allows the model to potentially exploit any signal in capitalization or punctuation (e.g., the dataset notes that certain words appear in all-caps in the logs). No other text cleaning was necessary beyond what was done in the dataset’s construction [3], [10]. Furthermore, the overall workflow we follow is depicted in Fig. 1.
B. Model Configuration
We fine-tuned three Transformer-based language models for the NER task: BERT, DistilBERT, and SqueezeBERT. BERT is a 12-layer Transformer with hidden size 768 and 12 self- attention heads (roughly 110 million parameters), pretrained on general English corpora (BookCorpus and Wikipedia) in an

uncased fashion (all input lowercased). We obtained the pre- trained BERT-base checkpoint (bert-base-uncased) from the HuggingFace Transformers library.
The second model, DistilBERT (using the distilbert-base- uncased checkpoint), is a smaller, distilled version of BERT with 66 million parameters, which is 40% smaller and 60% faster while retaining much of BERT’s performance.
The third model, SqueezeBERT, is an efficient BERT vari- ant introduced by Iandola et al. (2020). It has the same number of layers (12) and hidden size (768) as BERT- base and uses the same WordPiece vocabulary (30k un- cased tokens), but internally it replaces parts of the standard Transformer with grouped convolutions to reduce computa- tion. This architectural change yields a model that is much
faster at inference time (reported up to 4× speedup on mobile devices) while maintaining comparable accuracy to
BERT [6], [13]. We used the HuggingFace implementation squeezebert/squeezebert-uncased as our starting checkpoint for this model.
All three models were used with their associated un- cased WordPiece tokenizers (bert-base-uncased, distilbert- base-uncased, and squeezebert/squeezebert-uncased), which share a vocabulary size of 30,522. For our task, a new token classification layer was added on top of each model to predict the NER labels. This classification head is a linear layer that maps the 768-dimensional hidden state of each token to a distribution over the 5 possible tags (B-Event, I-Event, B- NonEvent, I-NonEvent, plus the O tag).
C. Fine-tuning and Training Procedure
Each model was fine-tuned on the DroNER training set with a standard sequence labeling approach. We used the HuggingFace Transformers framework to build the training pipeline, feeding the tokenized log messages into the pre- trained model and training end-to-end for NER. The final Transformer layer outputs for each token were passed through the new linear classifier to compute token-level label probabil- ities (softmax over the 5 tags), and the model was optimized using cross-entropy loss on the correct tag for each token. We employed the AdamW optimizer (with weight decay) for training. Key hyperparameters were kept consistent between BERT, DistilBERT, and SqueezeBERT experiments for fair- ness. In particular, we fine-tuned the models for 5 epochs over the training data. We used a batch size of 32 and an
initial learning rate of 5e−5, which linearly decayed to 0 over the course of training (with a short warmup at the start).
These hyperparameters follow common best practices for fine- tuning Transformer-based NER models, as they provide stable convergence and balanced training efficiency on medium-sized datasets. We did not use any complex regularization or early stopping, as the models converged well within the 5 epochs. To account for initial variability, we chose a fixed random seed of 17 for all experiments. We performed a single training run for each model (BERT, DistilBERT, and SqueezeBERT). The classifier heads and all Transformer layers were fine-tuned (no layers were frozen). The training process for each run took

only a few minutes on a single GPU, given the small size of the dataset.
D. Evaluation Setup
After training, all three models on the test set (438 log messages) using standard NER metrics. We report precision, recall, and F1-score at the entity level. An entity prediction is considered correct if its span boundaries align exactly with a ground-truth entity span. Two evaluation criteria are applied:
(1) boundary detection, which ignores the entity type and checks only whether the model correctly identifies the start and end positions of each entity; and (2) entity classification, which additionally requires the predicted type to match the ground- truth label. Scores are aggregated across all entity types using micro-averaging over the complete test set. We also computed per-class metrics for each of the two entity types (Event and NonEvent) to examine category-specific behavior (e.g., Action vs. Parameter), although for brevity the main discussion focuses on the aggregate results. All evaluation was performed using the ground-truth test annotations, and no fine-tuning or adjustment was made on test data.
All experiments were executed in the Google Colab cloud environment with a Python 3 runtime and a single NVIDIA T4 GPU (15 GB VRAM). The system was allocated approximately 12 GB of RAM and 112 GB of temporary disk space under the default GPU accelerated configuration. Model implementation and training were carried out using the PyTorch 2.1 framework and the HuggingFace Transform- ers library. A summary of core comparative results appears in Table III, while boundary-level metrics are provided in Table IV.
IV. RESULTS AND DISCUSSION
This section presents the comparative performance analysis of the three Transformer based language models, focusing on the specific performance advantages of SqueezeBERT. Overall classification results are reported in Table III. boundary-level metrics are provided in Table IV. A token-level qualitative error study is summarized in Table V.
A. Comparative Model Performance and Efficiency
The core evaluation metrics for the classification task are presented in Table III, which performance metrics (Accu- racy, F1-Score). The results show a clear hierarchy in per- formance but reveal compelling efficiencies in the smaller models: SqueezeBERT, with only 51 million parameters, is the most compact model, representing a 54% reduction in size compared to BERT. Despite this size reduction, it remains highly competitive, achieving an F1-Score of 96.79%, which is comparable to DistilBERT (96.71%).
B. The Case for SqueezeBERT: High Recall and Optimal Efficiency
The focus on efficiency reveals that SqueezeBERT is the most attractive model for scenarios prioritizing deployment constraints over marginal increases in performance.

TABLE III
COMPARATIVE PERFORMANCE AND EFFICIENCY OF BERT MODELSModel
# Params (M)
Accuracy Precision
Recall
F1
BERTbase-uncased
110
97.39%	97.51%
98.49%
98.00%
DistilBERT
66
95.74%	96.95%
96.46%
96.71%
SqueezeBERT
51
95.79%	95.61%
98.00%
96.79%










TABLE IV
BOUNDARY STRICT F1-SCORES

Model	Boundary Strict F1-Score
BERTbase-uncased	94.15%
DistilBERT	92.26%
SqueezeBERT	93.08%

TABLE V
QUALITATIVE ERROR ANALYSIS: BOUNDARY LOCALIZATION

Token	True Label	BERT	Distil.	Squeeze.  Insight
When	B-NonEvent B-NonEvent B-NonEvent B-NonEvent Correct entity start. exceeding	 I-NonEvent I-NonEvent  I-NonEvent I-NonEvent
nnn,	I-NonEvent  I-NonEvent  I-NonEvent  I-NonEvent
Obstacle	I-NonEvent B-NonEvent B-NonEvent I-NonEvent SqueezeBERT  success:
keeps continuation (I-), while other restart (B-)                           
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semantic understanding despite its compact structure, making it a practical and efficient model for drone flight log NER tasks.
Future work will focus on evaluating other lightweight Transformer variants and integrating the proposed NER model into an operational forensic analysis toolkit for real-world testing.
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