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Abstract—State-Of-The-Art Neural Networks deliver high accuracy but demand substantial compute and memory resources. For MCU (Microcontrollers), it usually has much less resources: 32KB RAM, 256KB Flash, no GPU. In turn, it requires Neural Network model must meet stringent requirements for energy efficiency, low latency, and robust inferencing. To address this challenge in the paper, I propose EmberNet, a micro-friendly Neural Network based on an Augmented Depthwise Separable Convolution Network[5] for compute-efficiency and much smaller parameters. I illustrate the application of the model with the public dataset[8] using denial-of-service(DoS), Fuzzy, Gear-spoofing, and spoofing-RPM attack types. With EmberNet’s tiny 514 parameter and model size of 6.4KB, I am able to achieve 99.46% accuracy and 0.0085 false-negative rate across four attack types with average 3.1ms inference latency and estimated 0.15 millijoules/inference. In comparison, EmberNet is 1100+ times smaller in model size than a 7MB Inception-ResNet baseline[1], 43 times smaller than specialized RGB-CNN[2]. To make these benchmark results production-viable and reproducible, a build and simulation pipeline using TVM (Tensor Virtual Machines), Zephyr Project, and QEMU (Quick EMUlator) is established to enforce the reliability of the model. 
Keywords—CAN bus, Depthwise Separable Convolution Network, GroupNorm, Global Average Pool (GAP), Structured pruning, Intrusion Detection System, edge AI
Problem Statement
Introduction
Modern vehicles rely on Electronic Control Units (ECUs) to monitor and control subsystems like breaking, airbags, powertrain, comfort features, and diagnostics[9]. Each ECU typically embeds one or more Microcontrollers (MCUs) — compact system-on-chip devices integrating a CPU, memory, and I/O. Inter-ECU communication is carried predominantly over Controller Area Network (CAN), the de facto in-vehicle bus thanks to its low cost, simple wiring, vendor-neutral standardization, and deterministic priority-based arbitration that supports real-time control. Its main characteristics are:
Serial bus. Bits are transmitted one after another over a single shared communication medium that connects multiple nodes (MCUs, ECUs). The transmission then is in broadcast mode. When one node transmits, all other nodes “hear” the same signal on the line
Message-Oriented. Communication between nodes is based on message id, not by fixed addresses of sender or receiver. On the receiving end, every node decides independently whether to accept or ignore a message by checking the message id against its filter / mask settings
Multi-Master. Any node can initiate a transmission. When any node tries to transmit a message, it writes the message id as the first field in the message header and the message id describes the type or meaning of the message, rather than sender or receiver’s identity. The message id is also used for bus arbitration, determining which node has the right to send data. Message id with lowest value or leading sequence of 0 will always win
The original CAN protocol was designed in 1980s for automobiles and there was no concept of authentication or encryption at the CAN layer then. It was under the assumption that all nodes are trusted participants. CAN’s arbitration mechanism then was designed for deterministic priority, not for security. Due to these characteristics, CAN protocol is subject to different kinds of attacks and some well-known ones are:
DoS (Denial of Service), attacker can utilize the broadcast and bogus high priority message id to flood the bus and blocks legitimate traffic
Fuzzy (or fuzzing), attacker can utilize the broadcast characteristics to send random CAN frames to provoke faulty ECU behavior
Gear spoofing, attacker can send forged transmission or gear-position message so the cluster or other ECUs believe the car is in a different gear position 
RPM interference (RPM spoofing), attacker can inject frames that make tachometer or any dependent logic to read false RPM
Research and past incidents[11][12] have shown that the vulnerabilities in the in-vehicle network can be exploited if either physical or wireless / remote access is obtained. Even though there are extensions to the classic CAN protocol, the core limitation remains the same: there is no built-in authentication / encryption. Hardware / protocol fixes do exist above CAN[13][14]. However, these extensions face issues of higher cost, security certificate / key management challenges, as well as backward compatibility with huge installed base.  
In contrast, Deep Learning based Intrusion Detection Systems (IDS) is gaining traction due to its capability to learn and catch different types of CAN message attacks without special hardware, its deployment flexibility via software update over-the-air(OTA), and its adaptability to specific models. However, the prevailing Deep Learning models, such as Convolutional Neural Networks (CNN), Recurrent Neural Networks (RNN), or Long Short-Term Memory (LSTM) network, require more compute and memory[15], yet resources (compute / memory) in ECUs are limited.  
CAN Intrusion Detection System
By detection methods, CAN Intrusion Detection Systems can be categorized into two types: signature-based or anomaly-based[16]. Signature-based systems match known bad patterns, such as fixed CAN message id and message rate, or special payload content pattern, against the data being analyzed. The advantage of the method is low false positive rate, low resource consumption for detection when the number of known cases is small to medium, and easy to reason about. The disadvantage is also very obvious: in nowadays’ rapidly changing world, it will miss novel or variant attacks, and it can take longer to perform checks when the signature knowledge base becomes too large to manage.
Anomaly-based, on the other hand, learns various state of the system by extracting and transforming features from CAN traffic and generalizing to variants of different attacks. It is made possible due to the superior pattern-learning capabilities in Deep Learning Neural Networks. CNN particularly has been explored for CAN IDS by transforming CAN messages into images.
The transformation allows CNNs to utilize its capabilities in extracting feature maps from the structured visual data at different levels to effectively process spatial hierarchies and local patterns, which can be less obvious when processing the raw CAN messages directly. For example, Song et al. [1] used the CAN message ID matrix with a deep CNN (Inception-ResNet) to achieve high accuracy with a large model size of 7MB. Gao et al. [2] proposed an RGB image encoding scheme of message ID, DLC, and timestamp and a lighter CNN model (280KB), particularly on DoS attacks.
In a classic CNN model, its core building block is the Convolution layer. The convolution is a mathematical operation that slides a small filter (or kernel) across the input to extract features map, which highlights the specific features like edges or shapes. When stacking more than one convolution layers, one other behavior happens is downsampling. This can be done with either stride or pooling. For example, when the stride is 2, it reduces height and width so that later filters summarize larger region. In other words, early layers see tiny and detailed neighborhood while later layers makes each unit “see” more input data up the hierarchy. Effectively, convolution layers are  building a feature pyramid where deeper maps encode broader context with fewer spatial positions. This is the reason why CNN is very powerful at finding spatial hierarchy and local patterns.
Even though these CNN models achieve high accuracy, they however are challenged with two constraints when considering ECU deployment:
Inference latency: large network models face difficulty in meeting millisecond on automobile ECUs
Resource consumption: large network models with millions of parameters and high MAC counts exceed on-chip memory and power budgets
As a result, these challenges require careful exploration of precision-efficiency trade-off to develop a model that satisfy both requirements above.
Proposed Solution
To address these challenges, I propose EmberNet, a tiny IDS model with high accuracy while meeting the stringent latency, compute, and memory budget. This paper presents the following main contributions:
Preprocessing: I extract, convert and encode CAN messages into RGB images based on prior work[2][3], using features of timestamp, CAN id, and Data Length Code (DLC)
Training: I design EmberNet, an augmented Depthwise Separable Convolutional Network suitable for any data which can be arranged into a small 2-D grid with local structure. The model achieves a mean accuracy of 99.46% and a 0.0085 false negative rate across the mixture of all four CAN attack scenarios: DoS, Fuzzy, Gear spoofing, RPM interference
Benchmarking and Validation: I use different validation and test datasets to validate and benchmark the model performance against a 1.76M parameter Inception-ResNet baseline[1] and other lightweight approaches, illustrating 1100+ memory savings with high accuracy
Build / Simulation pipeline: I establish a build and a simulation pipeline using Tensor Virtual Machine (TVM), Zephyr Project, and QEMU to further validate the deployability of the model to MCUs
EmberNet Architecture
EmberNet is a tiny neural network designed for MCUs. It achieves low latency and low Multiply-Accumulate operations (MACs) while maintaining strong pattern recognition performance. The model is divided into three conceptual components:Figure 1. EmberNet Architecture

Stem block: extracts low-level input features using a standard convolution followed by normalization and activation. The purpose of the block is to conduct the first downsampling with stride of 2 while expanding channels so that small feature patches can be extracted from raw pixels. 
DPWise block:  performs further downsampling with Depthwise(DW) convolution, and then use Pointwise (PW) convolution for channel mixing and expansion.  GroupNorm is used to stabilize the trading and inference while ReLU is used to introduce nonlinearity for better pattern recognition. 
Classification Head block: consists of a Global Average Pooling layer followed by a fully-connected Linear layer that collapses spatial dimensions and generates final logits for classification. 
Architecture Comparison
EmberNet is an augmented Depthwise Separable Convolution Network (DWConv), which is one of the key building blocks for many Neural Network model families. To see how EmberNet can be so tiny and efficient, let’s compare DPWise block with standard DWConv side-by-side:
	Table 1. DPWise comparison with DWConv

	Aspect
	DPWise
	DWConv

	Structure
	DW Conv2d(3x3, stride=2, groups=Cin)
- GroupNorm
- ReLU
- PW Conv2d(1x1)
- GroupNorm
	DW Conv2d(3x3, stride=1 or 2)
- BatchNorm
- ReLU
- PW Conv2d(1x1)
- BatchNorm
- ReLU

	Key differences
	· stride=2 always in DW for downsampling
· Use GroupNorm (GN) for better small batch/quantization stability
· No final ReLU (for future quantization aware training)
· No expansion (fixed channels: 8 → 8 DW, then 8 → 16 PW)
	· Flexible stride
· BatchNorm (BN) for normalization
· Final ReLU for non-linearity
· In V1: no expansion; V2 adds PW expansion (inverted residual)

	Parameters
	248 total (72 DW + 128 PW + 48 GN)
	Similar per block, but scales with channels

	Compute (MACs)
	~65K (low due to tiny channels and early downsampling)
	Higher per block (10-100M MACs each, depending on resolution/channels)



From a model level, EmberNet is a domain-optimized depthwise network engineered explicitly for MCU and streaming signals, such as CAN bus messages, for abnormal pattern detection: 514 parameters, 2 downsampling stages, GroupNorm everywhere, 0.3M MACs, and 6.4KB model size. For comparison, other model families which also uses depthwise network as key building blocks are:
MobileNet[5] is a family of efficient customized neural networks optimized for mobile/embedded vision with millions of parameters, targeted natural images (e.g. 224x224x3 RGB) as input data domain. These customized neural networks represent the pioneered DWConv for efficiency but scales to deeper architectures: 28 layers of DWConv blocks, 4.2M parameters, and 569M MACs of compute.
TinyML(Tiny Machine Learning) is not a specific model but a growing set of ML models for resource constrained MCUs. A typical TinyML model is DS-CNN for keyword spotting in speech[18]: 38K parameters, 5.4M MACs for compute, and model size < 80KB. 
MCUNet[17] is a State-Of-The-Art in hardware-software co-designed architecture with Neural Architecture Search (NAS) on MCU for vision data as input domain. It works as a two-stage pipeline: first search for a neural architecture under strict MCU constraints (TinyNAS), then executes the architecture using a custom, memory-aware runtime (TinyEngine) that is co-designed with the search space. Because of the pipeline and NAS, MCUNet does not have any normalization. Also, because of the co-design architecture, MCUNet has a customized runtime for maximum accuracy under RAM / Flash / MAC limits: 50K - 350K+ parameters, 5M - 20M MACs of compute, 50 - 150KB model size. 
In summary, EmberNet represents a class of highly efficient, domain-optimized architecture that leverages Depthwise Separable Convolution but avoids the overhead of MobileNet-style blocks. Compared to TinyML CNNs and MCUNet, EmberNet offers simpler execution at the cost of reduced capacity of image-based tasks. 
Key Features
Feature engineering pipeline
The first feature is the feature engineering pipeline which transforms CAN message to RGB image data. I use Gao et al.’s CAN-RGB mapping[2] and Rec-CNN’s row preserving rule [3]. Through feature ablation in [2], it shows Data Length Code (DLC) and CAN ID are crucial features. I then have the following features to form the (16, 16, 3) image:
Row index as temporal dimension: CAN frame k, where 0 ≤ k < 16, within each 16-frame window. The temporal index preserves the relative sequence of frame and therefore allows the model to capture attack behaviors that rely on temporal patterns, such as DoS attacks
Payload length as spatial dimension: DLC is a 4-bit value indicating the length of payload and therefore 0 ≤ d < 16. This enables the model to recognize spatial characteristics represented by different DLC variations, especially in Fuzzy attacks
CAN ID as RGB: The three least significant bytes of Arbitration ID (or CAN ID) are mapped to the RGB value respectively and then normalized to [0, 1] for numerical stability, faster convergence, and feature consistency
Via the transformation above, when an abnormal ID pattern from spoofing attacks or injection attacks, the corresponding CAN message would be transformed into detectable color anomalies or texture change in the image, by which the model could differentiate. In short, I map CAN frames to an H x W x C tensor that encodes the empirical spatio-temporal distribution of (ID, DLC, timing) within a window. A compact CNN can learn discriminative features over the distribution to separate normal vs anomalous windows.
EmberNet architecture design
To adopt minimalist principles, I design EmberNet, a tiny augmented Depthwise Separable Convolutional Neural Network, to reduce the neural network model size and efficiency.
It starts with Group Convolution, a method where the channels of input tensor are divided by the number of groups used and convolution is applied independently in each group. Increasing the number of groups eventually reaches the extreme case known as Depthwise Convolution, where each channel is processed independently, producing its own output channel. By concatenating all the resulting 1-channel tensors, the final number of output channels remains the same as that of the input. The benefit of such operation is that the channel-wise information aggregation is removed, thus making the operation extremely lightweight. Another construct is needed to solve the limitation that the number of input channels must match the number of output channels. This is where the Pointwise Convolution comes in. It’s a standard convolution layer except that it uses the kernel of size 1x1, or more precisely Cx1x1. The kernel shape would allow us to aggregate information along the channels, compensating the limitation of depthwise convolution. The second benefit of the Pointwise convolution is it would allow us to specify the number of output channels.
By complementing Depthwise convolution with Pointwise convolution, the same functional result as the standard CNN is achieved with much smaller number of parameters. For a standard Convolution layer, the formula to calculate the number of parameters is listed in Figure 2[5].
The “+1” in formula in Figure 2 is to account for bias if “bias=True”. Suppose for the convolution layer, input channels Cin is 3 and output channels Cout is 16, while the kernel size is 5 and no bias, then the total parameters of the layer would be: 5x5x3x16 =1,200. Now look at Depthwise convolution: 5x5x3x1 =75, and Pointwise convolution: 1x1x3x16 =48. Combining Depthwise and Pointwise convolution: 75 + 48 =123. This is almost 10x reduction in parameters!
In the original paper[5], BatchNorm2d was used to normalize data from the convolution layer. This works by computing mean and variance from current mini-batch per channel to speed up training and use higher learning rate. However, with tiny batches or non-IID (Independent and Identically Distributed) batches, the computation results swing wildly, causing unstable training and mismatch between training time batch stats and test-time running stats. This is exactly what I observed during training when trying the original design in the paper[5]. My design uses GroupNorm as shown in Figure 1 and it eliminates the instability in the training completely. GroupNorm, however, computes mean and variance within each sample over groups of channels and spatial positions[6]. As a result, GroupNorm is robust to batch size and non-IID batching, helping stabilize the training.
For regularizer, I choose Global Average Pooling(GAP) [7] rather than the traditional Dropout because GAP returns one scalar per channel, further reducing the number of parameters, while adding none of its own.
In summary, using EmberNet, I am able to achieve 99.46% accuracy against public multi-attack DTU’s curated CAN dataset[8] with 514 model parameters and 6.4KB model size.
Structured Pruning
To further experiment with model size, layer-wise structured pruning has been experimented on Depthwise Convolution layer, GroupNorm layer, and the final FC linear layer, attempting to reduce redundant parameters. The compression resulted in 0.2KB reduction in model size and 24 less in model parameters.
Figure 2. Number of Convolution layer parameters

Build / Simulation pipeline
To further validate the model, I established a build, deployment, and simulation pipeline, using TVM (Tensor Virtual Machine), Zephyr Project and SDK, QEMU (Quick EMUlation) as shown in Figure 3. The pipeline includes the following workflow:Figure 3. Build and deployment pipeline

Export PyTorch model checkpoint to Open Neural Network Exchange(ONNX) format
Use TVM api to load ONNX artifact, generate C code for Cortex M3, and package it as MLF (Machine Learning Format)
Use TVM and Zephyr to wrap MLF artifact into a Zephyr app (CMake / west project)
Use west (Zephyr SDK toolchain) to build firmware
Use west to initiate simulation on QEMU
Results
Dataset and Implementation Details
I use the public multi-attack DTU(Technical University of Denmark)’s curated CAN datasets[8], containing four different attack type datasets: DoS, Fuzzy, Gear Spoof, and RPM Interference. The four different types are then mixed into one dataset. The mixed dataset is thus processed with the following algorithms. Algorithm 1 is used to load data from CSV files. 
	Algorithm 1 - LoadData

	LoadData(paths, proportion ∈ (0,1]]
    D ← []
    for each p in paths do
        S ← []
        for each row in file p do
            t ← row[0]; id ← row[1]; dlc ← row[2]; l ← row[-1]
            append S with (t, id, dlc, l, p)
        n ← floor(|S| · proportion)
        extend D with S[0 : n]
    return D          

	

	



Algorithm 2 is used to transform CAN ID to RGB color value.
	Algorithm 2 - ID to RGB mapping

	ComputeRGB(id)
    h ← ZFILL(id, 3) [-3:]
    r ← (255 − 17 * INT(h[0], base=16)) / 255 
    g ← (255 − 17 * INT(h[1], base=16)) / 255
    b ← (255 − 17 * INT(h[2], base=16)) / 255
    return (r, g, b)

	

	



Algorithm 3 is to create CAN images or processed datasets for the model. 
	Algorithm 3 - Generate CAN Images

	GenerateCANImages(paths, proportion, batch_size, H=16, W=16)
    D ← LoadData(paths, proportion)        
num_batches ← ⌊ |D| / batch_size ⌋

    for i 0 to num_batches do
        window ← D[i·batch_size : (i+1)·batch_size]   
        img ← zeros(H, W, 3)
        y_label ← 0

        for y, entry in ENUMERATE(window) do
            x ← entry[2]
            img[y, x] ← ComputeRGB(entry[1])
            if entry[3] = “1” then y_label ← 1
        end for
        img_name ← f"img_{i}.png"
        WRITE_IMAGE(img, filename = img_name)
        WRITE_LABEL(img_name, y_label, entry[4])
    end for

	

	



Before starting training, dataset is split the same way as in Song et at.[1] to setup the same data volume for benchmark, as follows:
Training set: 82,846 samples
Validation set: 20,713 samples
Test set: 20,712 samples
All models were trained using PyTorch framework. For baseline, I have: Adam optimizer with batch size 32, initial learning rate of 10-3, cosine annealing schedule, 20 epochs. For fine-tuning after pruning, everything is same but it’s done with 10 epochs. Early stopping is implicitly handled in fine-tuning.
For metrics, accuracy, precision, recall, F1-score, and false negative rate (FNR), are calculated on the test set. 
For efficiency, parameter count, on-disk model size, and estimated MAC are reported.
For latency, it’s measured between baseline and Pruned models for comparison. For energy consumption, it is estimated using formula: E = P x T, where E is energy in millijoules (mJ), P is the average active power during inference in milliwatts (mW), and T is inference time in milliseconds (ms). Power was taken from data sheet for Cortex M3/M4 (without FPU). 
Baseline performance of EmberNet
The baseline full-precision EmberNet model achieves excellent detection performance on test set, as in Table 2.
	Table 2. Detection Performance EmberNet FP32 on Test Set

	Metric
	DoS
	Fuzzy
	Gear
	RPM

	Accuracy (%)
	99.61
	98.75
	99.50
	99.74

	FNR (%)
	0.2
	2.3
	0.8
	0.4



Structured Pruning
 Structured pruning removes 5% of the parameters (Table 3) by removing the output channel filters identified via L2-norm criterion, which is more stable for outliers. The pruned model drops 0.01% in accuracy (99.46% → 99.45%), while reducing the model size by 0.2KB and improving the latency by 0.1ms per inference, because the pruning removes least-useful or highly overlapping filters while preserving the dominant feature subspace.
	Table 3. Effect of Structured Pruning

	Variant
	Size
(KB)
	Params
	MACs
	Accuracy (%)
	Latency
(ms)

	Baseline (FP32)
	6.4
	514
	0.33 M
	99.46
	3.1

	Pruned (FP32)
	6.2
	490
	0.32 M
	99.45
	3.0



The per-attack type (DoS, Fuzzy, Gear Spoof, and RPM Interference) performance metrics for the pruned model are listed in Table 4 below.
	Table 4. Pruned EmberNet Per-Attack Types Metrics

	Attack Type
	Accuracy
(%)
	Precision
	Recall
	F1-score
	FNR
(%)

	DoS
	99.70
	0.9947
	0.9978
	0.9962
	0.22

	Fuzzy
	99.88
	0.9976
	0.9792
	0.9883
	2.08

	Gear
	99.41
	0.9994
	0.9898
	0.9946
	1.02

	RPM
	99.77
	0.9993
	0.9964
	0.9978
	0.36

	Overall
	99.45
	0.9981
	0.9908
	0.9944
	0.92



Benchmarking
To put the above EmberNet results into perspective, I benchmark EmberNet against two representative CNN-IDS baselines (Table 5) from corresponding papers. Compared to Inception-ResNet[1], pruned EmberNet achieves model size reduction by 1100+ times and MAC reduction by 60 times. Similarly, compared to Gao et al.’s lightweight RGB-CNN[2], my pruned model exhibits 45 times in size reduction, which show architecture design and algorithm sparsity can make a crucial impact to model performance.
	Table 5. Resource Comparison Across Models

	Model
	Size
	Params
	MACs
(Est.)
	Energy
(mJ/inf)

	Inception-ResNet[1]
	7MB
	1.76 M
	18.3 M
	9

	Gao et at. 2023[2]
	280KB
	~70 K
	
	

	Pruned EmberNet
	6.2KB
	490
	0.32 M
	0.15



Impact
I present EmberNet, a newly developed neural network model designed to provide ultra-compact and high efficient support for Microcontrollers. Its approach integrates Depthwise Separable Convolution Network, GroupNorm, and global Adaptive Average pooling to achieve high accuracy, high efficiency, and low computational complexity, with a build / deployment pipeline for reliability. 
With baseline FP32 form, EmberNet is able to deliver 99.46% accuracy with 514 parameters, achieving 3.1ms latency per inference. Using structured pruning, the model can further reduce parameters to 490, model size of 6.2KB, and latency of 3.0ms per inference and estimated power consumption of 0.15 mJ per inference, with negligible accuracy drop of 0.01% in Table 2, 3, and 5. It shows improvements in all metrics, including model size, parameters, MACs, and estimated Energy consumption in Table 5.  
Its performance metrics can be further verified both from per-attack type metrics in Table 3. The per-attack performance of the pruned model shows consistent high F1-scores across all attack types, DoS: 0.9962, Fuzzy: 0.9883, Gear Spoof: 0.9946, RPM interference: 0.9978, indicating its balanced detection capabilities. Meanwhile, the False Negative Rate (FNR) are low, which verifies the model’s efficacy for IDS application. In summary, the proposed solution addresses the complexity and resource challenges featured in recent surveys of DL-based automotive IDS. 
For future directions, 1) quantization. To get even more efficient on MCU, I would like to research int8 quantization for less memory usage, increased processing speed and lower power consumption. 2) Running model on hardware as the ultimate verification of my model. 3)  Adapt to more datasets to make EmberNet more generalized. 
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