A Dual-Task Large Language Model for Adding Diacritics and Translating Jordanian Arabic to Modern Standard Arabic
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Abstract—The Arabic language presents unique challenges for natural language processing due to its complex grammar, diverse dialects, and frequent omission of diacritics. This paper proposes a unified token-free model based on ByT5 that simultaneously performs spelling correction (including Jordanian dialect-to-Modern Standard Arabic (MSA) translation) and diacritization. Our approach uses task-specific prefixes (“correct:” for correction and “diacritize:” for combined correction and diacritization) to enable flexible multi-task learning. The model was fine-tuned on the JODA dataset (Jordanian dialect/MSA pairs) and high-quality Tashkeela subsets (Clean-50 and Clean-400), with synthetic errors injection to enhance robustness. Automatic evaluation showed an overall evaluation score of 78.06% on JODA and 92.45% on the combined test set of JODA and Tashkeela. Manual evaluation of 200 JODA samples revealed a character error rate of 4.41% and diacritic error rate of 1.32%, demonstrating practical efficacy in handling Arabic’s complexities.
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Introduction
The Arabic language, spoken by over 400 million individuals across 22 Arab League nations and significant communities in Africa and Asia [1], presents formidable computational challenges for natural language processing (NLP). As a Semitic language, Arabic is characterized by a complex morphological structure, inherent diglossia (the coexistence of Modern Standard Arabic (MSA) and diverse regional dialects), and intricate orthographic nuances, all of which complicate automated text processing.
Key challenges in Arabic NLP stem from several factors. Orthographic ambiguity is a pervasive issue, leading to common spelling errors. These errors arise from phonetic similarities between distinct letters (e.g., ض/ظ، س/ص), morphological confusions (e.g., ث/ت، ة/ه), and practical issues like keyboard input errors due to character proximity (e.g., ب/ي) [2]. Furthermore, the encoding of Arabic text itself adds computational complexity, as characters often require two bytes per character in UTF-8 encoding. A critical obstacle is diacritic omission. Diacritics are symbols placed above or below letters to indicate short vowels and specific phonetic and grammatical characteristics. This omission introduces significant semantic ambiguity; for instance, the unvocalized form “كتب” could mean “كَتَبَ” (he wrote) or “كُتِبَ” (it was written) [3].
Adding to these complexities is the profound dialectal diversity within Arabic. Regional dialects, such as Egyptian, Levantine, and Gulf, diverge substantially from MSA in vocabulary, grammar, and pronunciation. Even within a single region, like Jordan, distinct urban, rural, and Bedouin variations exist [4]. The proliferation of social media has amplified the usage of these colloquial forms (e.g., “شو” in dialect vs. MSA “ماذا” for “"what”) [5], making dialectal content a significant portion of digital communication.
The aforementioned challenges highlight the limitations of traditional rule-based NLP approaches, which struggle to cope with such inherent variability and errors. Moreover, deploying separate, single-task models for problems like spelling correction, dialect normalization, and diacritization incurs considerable computational inefficiencies during development and deployment. While recent advancements in deep learning, particularly Large Language Models (LLMs), offer promising avenues, a unified approach is essential for practical applications. Multi-task learning (MTL) frameworks have emerged as a viable solution, enabling a single model to jointly handle related tasks, thereby improving generalization capabilities and reducing overall training costs. Furthermore, token-free models, such as ByT5, are particularly well-suited for morphologically rich languages like Arabic. By processing text at the byte level, these models circumvent the inherent challenges and potential errors associated with traditional tokenization in such complex linguistic contexts.
This research addresses key gaps by presenting a unified ByT5 model that simultaneously performs spelling correction (including Jordanian dialect to MSA conversion) and optional diacritization. Through fine-tuning on diverse datasets, including JODA and subsets of Tashkeela, the model demonstrates adaptability to both MSA and Jordanian dialects.
Related Work
Addressing the multifaceted challenges of Arabic NLP, previous research has broadly focused on specific sub-tasks, including dialect-to-MSA translation, spelling correction, and automatic diacritization. More recently, MTL approaches have emerged to improve efficiency and generalization by leveraging shared representations across related tasks.
Dialect-to-MSA Translation
Bridging the gap between diverse Arabic dialects and MSA is challenging due to inherent linguistic divergence and the scarcity of large-scale parallel corpora. Recent efforts have primarily leveraged neural architectures. Alimi et al. [5] fine-tuned a T5 variant (AraT5v2-base-1024) to translate Maghrebi and Levantine dialects to MSA. Utilizing 31,114 parallel sentences, including 6,200 Jordanian samples, their model achieved a BLEU score of 48.38% on Levantine dialects, surpassing T5X.
Al-Ibrahim and Duwairi [6] focused on translating Jordanian dialect into MSA using an RNN encoder-decoder NMT architecture. They developed two manually annotated datasets: a word-level dataset (24,200 pairs) and a sentence-level dataset (500 sentences), collected from local resources and extensively preprocessed. While their RNN model achieved 91.3% accuracy at the word level, sentence-level translation showed lower accuracy at 63.2% due to increased complexity. Despite limited training data, their findings demonstrated the feasibility and effectiveness of deep learning for Jordanian dialect translation.
Spelling Errors Correction
Arabic spelling correction systems aim to rectify orthographic errors stemming from various sources, including phonetic similarities, keyboard input issues, morphological ambiguities, and the inconsistent orthography prevalent in unvocalized or dialectal text. Modern approaches frequently leverage synthetic error injection to address this diverse range of error types. Al-Qaraghuli and Jaafar [7] developed a custom 4-layer Transformer based on T5 for correcting “soft errors,” such as hamza and teh marbuta confusion. Their model, trained on a Wiki-40B Arabic subset with 10% error injection, achieved a character error rate (CER) of 0.77% on the Test-200 dataset and a 97.8% correction accuracy.
Similarly, Hasan and Abandah [2] utilized a Transformer with adversarial training to address lexical and semantic errors prevalent in social media text. Evaluated on the REALMS corpus (4,123 real error samples), their approach achieved a 1.14% CER on REALMS and a 99.12% accuracy on synthetically generated data.
Abandah et al. [8] addressed soft Arabic spelling correction at the character level using BiLSTM networks, avoiding more complex encoder-decoder models. They trained on 55,000 sequences from Tashkeela and 26,000 from Arabic Treebank Part 3, investigating two strategies: transformed input and stochastic error injection. The latter, with a 40% injection rate, proved more effective. Their best two-layer BiLSTM model achieved CER of 1.28% on the Test-200 dataset, demonstrating robust performance for common orthographic confusions.
Diacritization
Automatic diacritization, the process of restoring omitted short vowels and grammatical markers (harakat), is crucial for resolving semantic ambiguity. Recent advancements in this area increasingly employ token-free models to bypass the complexities of traditional tokenization. Al-Rfooh et al. [9] proposed a byte-level diacritization model using ByT5 with curriculum learning. Trained on the Clean-400 subset of the Tashkeela corpus, their model achieved a diacritic error rate (DER) of 0.74% and a 40% word error rate (WER) reduction compared to existing baselines.
Skiredj and Berrada [10] presented PTCAD (Pre-FineTuned Token Classification for Arabic Diacritization), a two-phase approach leveraging pre-trained language models for Arabic text diacritization (ATD). They framed ATD as a token classification problem, employing a multi-stage training strategy. The first phase involved pre-finetuning a BERT-like model on various tasks including language modeling and segmentation, while the second phase focused on fine-tuning it specifically for ATD as a token classification task. Their model was pre-finetuned using OpenITI and cleaned Tashkeela data, and fine-tuned on a high-quality subset of Tashkeela. PTCAD achieved a DER of 1.1% and WER of 4.19% on Fadel’s Tashkeela, and 0.87% DER and 3.53% WER on Abbad’s version, underscoring the effectiveness of adapting BERT-like models for Arabic diacritization.
Multi-Task Learning (MTL)
Multi-task learning offers a promising avenue for improving computational efficiency and generalization by allowing models to share representations across related NLP tasks. Almajdoubah et al. [11] developed an encoder-decoder LSTM with attention mechanism for the joint task of diacritization and "soft" spelling correction. Their model, trained on error-injected Tashkeela and Wiki-40B data, demonstrated 99.56% accuracy on Tashkeela.
The task of simultaneously correcting spelling errors and restoring diacritics has received less research attention. It is useful to expand this perspective by examining related research across various languages, as insights gained from one language can often inform solutions for others. For instance, a study by Stankevičius et al. [12] on the ByT5 model across 13 languages found it achieved an average diacritic restoration accuracy of 98.3% and a combined task accuracy of 94.6%. Despite limitations with uncommon words, the ByT5 model demonstrated robust generalization, correctly restoring diacritics on over 76% of previously unseen words.
Datasets
Our research utilizes two primary datasets to address the complexities of Arabic spelling correction, dialect normalization, and diacritization: the Tashkeela dataset, for its comprehensive MSA content and diacritization, and the JODA dataset, for its focus on Jordanian dialect and real-world spelling variations.
Tashkeela Dataset
The Tashkeela dataset, originally collected by Zerrouki and Balla [13] , comprises approximately 75.5 million words predominantly (98.85%) in Classical Arabic (CA), gathered from diacritized internet texts, primarily Islamic classical books. For our work, we leverage high-quality subsets of Tashkeela, specifically Clean-50, extracted by Fadel et al. [14],  and Clean-400, extracted by Karim and Abandah [15], which were derived through rigorous filtering processes to ensure data purity and quality.
In our experiments, to balance performance and computational cost while preserving full contextual information, we processed full sentences. Sentence boundaries were identified using punctuation marks such as full stop, comma, and dotted comma. We tested various maximum input and output sequence lengths. Our selection of lengths was informed by Al-Rfooh et al. [9], who demonstrated superior performance with longer sequence lengths.
JODA Dataset
The JODA dataset, which was produced by Abandah et al. [16], is specifically designed for Arabic dialect processing, containing sequences in Jordanian dialect alongside MSA sequences with minor spelling discrepancies. It comprises a total of 59,135 samples. These samples are robustly divided into training (92%), validation (4%), and test (4%) subsets using stratified sampling. This stratification ensures a balanced distribution of data from different sources and language types (Jordanian dialect and MSA) across all splits, critical for unbiased model evaluation. However, 52,948 only were used in this study based on quality of diacritization and will be discussed later.
Finally, we also considered the REALMS dataset [2], which consists of 4,123 sequences containing real spelling mistakes collected from various social media platforms. This dataset was diacritized using the same approach adopted for the JODA dataset. However, experiments showed that the inclusion of REALMS into our training data, while initially promising for specific aspects, ultimately led to a degradation in overall model performance and incurred higher computational costs. Consequently, we opted to proceed with the JODA+Clean-400 combination as our optimal training dataset.
Table I summarizes the characteristics and utilization of each dataset employed in this study, including those used for the ablation analysis and the final model configuration.
[bookmark: _Ref215340082]TABLE I. DATASETS USED FOR TRAINING AND ABLATION, INCLUDING FINAL MODEL COMPOSITION.
	
Dataset
	
Type/Domain
	Total Sequences
	Used in Best Model?

	
JODA
	dialectal-to-MSA pairs with human orthographic errors.
	
[bookmark: _Hlk215339699]52,948
	
Yes

	
Clean-50
	High-quality, error-free text. Primarily CA
	
50,000
	
No

	
Clean-400
	High-quality, error-free text. Primarily CA
	
400,000
	
Yes

	
REALMS
	Noisy, unnormalized data collected from social media platforms (MSA/Dialect mix)
	
4,123
	
No



Datasets Preparation
To optimize our model's performance across spelling correction, dialect normalization, and diacritization, we prepared the datasets through synthetic error injection into Tashkeela dataset and the diacritization of the JODA dataset. This preparation aimed to enhance the model's exposure to real-world linguistic variations and ensure consistency across diverse data sources.
Synthetic Error Injection
To align the characteristics of the clean Tashkeela datasets with the more varied JODA dataset (which includes dialectal texts and human errors), we stochastically injected synthetic errors into the undiacritized input sequences of the Tashkeela Clean-50 and Clean-400 subsets. This approach helps simulate common orthographic mistakes prevalent in Arabic, stemming from phonetic similarities, morphological ambiguities, and inconsistent orthography. Two distinct error injection techniques were employed with specific probabilities:
Soft Orthographic Error Injection: This method introduces lexical and semantic errors by mimicking confusions between similar-looking or sounding letters (e.g., variations of alef, hamza, and teh marbuta). We adopted the methodology by Abandah et al. [8] , where letters are replaced with alternative forms from predefined groups based on an error injection rate of 10%.
Random Orthographic Distortion: Expanding on Khaleel and Abandah [17], this technique replicates a broader spectrum of common error patterns beyond soft-spelling mistakes. Artificial errors were introduced through letter exaggeration (repeating a letter 2-4 times), deletion, insertion, swapping, and random letter replacement. A fixed error injection rate of 5% was applied across the dataset. Each error form (exaggeration, deletion, insertion, swapping) was assigned a 10% probability, with random letter replacement assigned a 60% probability. This strategy enhances the model's robustness to diverse real-world orthographic distortions.
JODA Dataset Diacritization
The MSA texts within the JODA dataset lacked diacritics, which are critical for accurate Arabic understanding. To ensure the MSA target sequences were fully diacritized for our dialect-to-MSA conversion task, we fine-tuned a ByT5-small model specifically for Arabic diacritization.
The Clean-400 dataset served as the primary resource for training our diacritization model. All diacritics were initially removed from the Clean-400 text to create un-diacritized input sequences, which were then paired with their original fully diacritized versions for training. The entire model development and training workflow utilized the PyTorch Lightning framework, ensuring reproducibility and scalability.
The optimal configuration achieved a DER of 1.54% (including the last letter diacritic) on the Clean-400 test set, which improved to 0.74% when excluding the last letter diacritic after filtering mismatched sequences. These results confirmed the model's suitability for accurately diacritizing the JODA dataset’s MSA column. Based on this, 52,948 out of 54,135 MSA sequences from JODA were successfully diacritized and integrated into the dataset; these were specifically the sequences with zero errors in the letters, while the original letters content of the sentences remained unaltered.
Multi-Task Learning (MTL) Setup
To leverage the ByT5 architecture's versatility, we adopted MTL framework, treating all objectives as text-to-text problems. Inspired by the original T5 model’s design, we employed task-specific prefixes to delineate between different tasks, enabling the model to discern and generate appropriate output for each input sequence. Our MTL setup incorporated two primary tasks:
[bookmark: _Hlk214735783]Orthographic Correction: Transforming text from Jordanian dialect or MSA with errors into corrected MSA text. This task used the prefix “correct:”.
Correction and Diacritization: Expanding on the first task, this involved generating corrected and fully diacritized MSA text. This task used the prefix “diacritize:”.
These prefixes were chosen for brevity to minimize input sequence length impact and for distinctiveness to ensure clear task differentiation during training. (Refer to Fig. 1 for a diagram of our text-to-text framework with input/output examples for each task).
[image: ]
Fig.  1.	The ByT5 model text-to-text framework.
Experiments and Results
This section details our experimental methodology to evaluate and optimize the ByT5 model which was fine-tuned to develop a single, robust system capable of transforming input text into corrected MSA, with the option for diacritized output.
Model Selection
Choosing the appropriate ByT5 model architecture parameters was crucial for balancing performance and computational efficiency. The ByT5 model was initially selected due to its byte-level processing capability, which is particularly well-suited for morphologically rich languages like Arabic where traditional tokenization can be challenging and error-prone. Informed by the authors of the ByT5 model, larger models generally exhibit superior performance [18]. We then opted for the ByT5-Base model with its 600 million parameters. This choice offered a judicious trade-off between model capacity and our available computational resources, with its extensive pre-training mitigating overfitting risks even with smaller fine-tuning datasets.
We further investigated the impact of the trainable parameters ratio, which represents the percentage of parameters updated during training. We trialed ratios of 25%, 50%, 75%, and 100%. Our findings indicated that a 75% ratio generally outperformed 25% and 50% ratios, achieving similar performance to the 100% ratio but with significantly reduced computational cost. Specifically, the performance gain of the 100% ratio over the 75% ratio was marginal (0.15%), yet it incurred a 12.45% increase in training duration. This suggested that ByT5's multilingual pre-training had already captured essential Arabic linguistic characteristics, allowing for effective fine-tuning with a substantial portion of frozen parameters.
We also examined the influence of precision on training stability and resource consumption, comparing 32-bit (FP32) and 16-bit mixed precision (BF16-mixed). Our experiments showed that BF16-mixed precision resulted in only a marginal 0.15% performance degradation while approximately halving the training time. Consequently, BF16-mixed precision was adopted. Based on these findings, the ByT5-Base model with a 75% trainable parameter ratio and BF16-mixed precision offered the best balance of performance and efficiency.
Hyperparameters Tuning
Optimizing hyperparameters was paramount to achieving enhanced performance and efficiency. Our tuning process involved a systematic experimental approach to identify optimal configurations for training stability, convergence velocity, and model accuracy. We employed a strategy of sometimes varying one parameter at a time to isolate effects and, at other times, adjusting multiple parameters simultaneously to explore broader configurations. Key hyperparameters subjected to adjustment included:
Maximum input and output sequence lengths: We observed that while longer sequences generally yielded higher model performance, this came at the expense of increased computational demand. Therefore, we utilized the longest sequence lengths that our computational resources could handle.
Learning Rate: Three learning rates (0.001, 0.003, and 0.0001) were trialed in order to explore suitable value specific for our setup. A learning rate of 0.001 yields the best performance, outperforming the other learning rates.
Batch size: To investigate its effect, we conducted a controlled experiment comparing two batch sizes: 128 and 256, which was adopted by Al-Rfooh, et al. [9], and we concluded that a batch size of 128 yields a slight better overall performance in terms of both training stability and performance.
Max Number of Epochs: In our initial experiments, we explored a maximum of 10 epochs. However, most models began to exhibit signs of overfitting before the fifth epoch. Consequently, for subsequent experiments, we adopted a maximum of 5 epochs, complemented by early stopping with a patience of 2.
Ablation Studies
To validate our design choices and assess the individual contribution of model components, we conducted an ablation study focusing on three key aspects: dataset composition, synthetic error injection, and the multi-task prefixing strategy.
[bookmark: _Hlk214736359]Impact of Dataset Composition: We investigated the impact of scaling the training data on the model’s generalization capabilities. As illustrated in Fig.  2, training on the JODA dataset alone yielded an Evaluation Score (Equation 1) of 76.72%, limited by the dataset's size and the machine-generated nature of its diacritics. Integrating high-quality formal Arabic data (Clean-50) improved the score to 77.73%. The most significant gain was observed when scaling to Clean-400 (combined with JODA), which achieved the highest stable Evaluation Score of 78.06%. This demonstrates that while dialectal data is essential for translation, large-scale high-quality formal Arabic data is critical for the model's grammatical and diacritization stability.

		(1)
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[bookmark: _Ref206258254]Fig.  2.	Evaluation score comparison across four dataset configurations.

Impact of Synthetic Error Injection: we incorporated synthetic error injection to bridge the domain gap between the grammatically pristine Tashkeela corpus and the noisy, dialectal content of the JODA dataset. The inclusion of this component is justified by established findings in Arabic NLP research regarding its role in enhancing model robustness. Abandah et al. [8] demonstrated the effectiveness of stochastic error injection in training models to handle soft spelling mistakes. Furthermore, Khaleel and Abandah [17] highlighted that extending injection patterns to include random orthographic distortions, such as letter exaggeration, deletion, and swapping, improves the capability to correct a wider spectrum of real-world errors. Relying on these proven methodologies, we integrated these injection strategies to ensure the model actively learns to rectify errors rather than merely reproducing the clean input sequences inherent to the Tashkeela subsets.
Impact of Prefixing Strategy (Multi-Task Learning): We evaluated the efficacy of the multi-task learning (MTL) strategy by comparing our unified model (using "correct:" and "diacritize:" prefixes) against the theoretical alternative of deploying single-task models. A dedicated diacritization model inherently fails to correct spelling errors, propagating orthographic mistakes into the output, while a correction-only model strips necessary diacritics. The use of task-specific prefixes allowed a single 600M-parameter model to switch distinctively between tasks. This approach effectively halves the computational overhead compared to maintaining separate models, without degrading performance on the individual tasks.
Computational Efficiency
To facilitate reproducibility and benchmarking, we report the computational characteristics of our fine-tuning process. The model size, ByT5-Base with approximately 600 million parameters, is detailed in Section V-A.
Training Time: The final model configuration, which involved training for 4 epochs (14,155 steps), was executed on a computing environment equipped with 4 × NVIDIA H100 GPUs. The total duration for this training run required approximately 4.6 hours (278 minutes), utilizing BF16 mixed precision to reduce memory usage and enhance efficiency and 75% of trainable parameters ratio.
Inference Feasibility: While a dedicated inference latency measurement was not included in the evaluation, the model's feasibility for production environments is strong. The ByT5-Base architecture and the use of BF16 precision inherently support high throughput. The model is currently deployed on a machine equipped with an NVIDIA GeForce RTX 2070 GPU, demonstrating its capacity for near real-time, low-latency deployment in practical applications.
Final Model Performance
This section consolidates the results of our experimental work and presents the final model selected for evaluation. The chosen model is based on the ByT5-Base architecture and was fine-tuned using the JODA+Clean-400 dataset. The final configuration included a 75% trainable parameter ratio, a learning rate of 0.001, and a batch size of 128. Mixed-precision training (BF16) was employed to reduce memory usage with minimal accuracy loss. To optimize efficiency, the maximum sequence lengths were set to the 95th percentile of the training dataset sequence lengths distribution: 634 bytes for input and 966 bytes for output. Training proceeded for 4 epochs (14,155 steps), with early stopping activated. The model reached peak performance during the third epoch (step 10,616), after which overfitting signs began to appear.
Automatic Evaluation
Evaluation was conducted using both the JODA test set and a combined JODA+Clean-400 test set. The model achieved notably higher scores on the combined set, which predominantly features formal Arabic. This result reflects the model’s stronger performance when evaluated on text similar to its training distribution. The metrics used included CER, DER, WER, and BLEU score. While formal Arabic benefited from high-quality diacritization, Jordanian dialect, being more diverse and underrepresented, posed greater challenges, resulting in comparatively lower scores on the JODA-only test set. The results are presented in Table II.
[bookmark: _Ref204338197]TABLE II.	FINAL MODEL: PERFORMANCE METRICS ON JODA AND JODA+CLEAN-400 TEST SETS
	Metric
	JODA+Clean-400 Test Set
	JODA Test Set

	CER (%)
	3.99
	12.61

	BLEU (%)
	84.79
	55.67

	DER (%)
	1.26
	2.82

	WER (%)
	9.72
	27.97

	Evaluation score (%)
	92.45
	78.06


Manual Linguistic Evaluation
To address the limitations of automatic metrics, a manual evaluation was conducted on 200 randomly selected samples from the JODA test set (approximately 8% of the total). The samples were evenly split between the two task prefixes (“correct:” and “diacritize:”) to assess both character-level and diacritic-level accuracy. Key findings include a manual CER of 4.41% and a manual DER of 1.32% (excluding machine-generated diacritization errors that were a result of the ByT5 model trained to diacritize the JODA dataset). When these machine-generated errors were included, DER rose to 1.93%. These results highlight the importance of human assessment, particularly in dialectal Arabic, where automatic metrics may misrepresent true model performance due to lexical, orthographic, or structural variations.
To offer qualitative insights into the model's capabilities, we reviewed its predictions across several representative cases. Table III provides four illustrative examples from the JODA test set, demonstrating the model's ability to outperform the reference translation (Example 1), perfectly match the target (Example 2), produce a semantically correct alternative using synonyms (Example 3), and fail in specific dialectal contexts (Example 4). These examples reflect the model’s strengths and remaining limitations when deployed in real-world scenarios involving dialectal Arabic.
Discussion
This section interprets the findings from our comprehensive experimental evaluation of the ByT5 model for multi-task Arabic text processing, encompassing orthographic correction and diacritization. We begin by discussing the significance of our quantitative and qualitative results. We then validate the methodological contribution of our prefixing, synthetic error injection, and dataset scaling strategies. Finally, we report the computational efficiency metrics and conclude by highlighting the unique contributions and limitations of this study.
Interpretation of Key Results
The ByT5-Base model was successfully fine-tuned for simultaneous Arabic text correction and diacritization. The optimal configuration, using specific hyperparameters and the JODA+Clean-400 dataset, yielded robust performance, achieving a 92.45% Evaluation Score. This was notably higher than the 78.06% on the JODA-only test set, reflecting the model’s stronger performance on formal Arabic, while the diverse and underrepresented Jordanian dialect proved more challenging.
[bookmark: _Ref204795684]TABLE III.	ILLUSTRATIVE EXAMPLES FROM JODA TEST SET WITH PREDICTION NOTES
	Input
	Target
	Predicted Text
	Prediction Outcome

	diacritize: سألو الفاشل شو سبب فشلك؟ حكالهم ما كان معي فلوس
	سَأَلُوا الْفَاشِلَ مَا سَبَبُ فَشَلِكَ؟ قَالَ لَهُمْ مَا كَانَ مَعِي فُلُوسٌ
	سَأَلُوا الْفَاشِلَ مَا سَبَبُ فَشَلِكَ؟ قَالَ لَهُمْ مَا كَانَ مَعِي نُقُودٌ
	Better prediction

	correct: الناس لحالها رح تيجي
	الناس وحدها ستأتي
	الناس وحدها ستأتي
	Perfect prediction

	diacritize: لحد الحين مافهمت شو المطلوب مني
	لِلْآنَ لَمْ أَفْهَمْ مَا الْمَطْلُوبُ مِنِّي
	حَتّى الْآنَ لَمْ أَفْهَمْ مَا الْمَطْلُوبُ مِنّي
	Synonymous prediction

	correct: من متى ادبي بحفظو الرياضيات
	منذ متى طلاب الأدبي يحفظون الرياضيات؟
	منذ متى أدبي يحفظ الرياضيات؟
	Wrong prediction



Qualitative Error Analysis
Qualitative analysis, derived from a manual evaluation of 200 random samples from the JODA test set, provided deeper insights into the model's performance nuances. This analysis helps identify common error types and limitations.
Context-Dependent Diacritics: For diacritization, common errors included vowel substitutions or omissions, with Fatha being particularly frequent (44% of diacritics in samples) due to its high occurrence and morphological ambiguity. The distinction between DER including and excluding the last letter's diacritic (1.93% vs. 1.32% respectively) highlights the specific challenge of predicting terminal diacritics, which are highly context-dependent and require deep syntactic understanding.
Morphological and Orthographic Confusion: Character-level corrections, regardless of diacritics, revealed a CER of 4.41%, with punctuation marks (especially commas, accounting for 65% of punctuation errors) contributing significantly, which the model sometimes added or omitted incorrectly. Other errors included confusion between similar morphemes or failure to correct subtle spelling errors that were not represented in the synthetic error injection.
Dialectal Lexical Gaps: As expected, samples with Jordanian dialect input were considerably more prone to character-level mistakes (55.99% having one or more errors) compared to errored-MSA input (37.35%). This is evident in Example 4 (Table III), where the model failed to translate the dialectal phrase "طلاب الأدبي" (literary stream students) and "بحفظو" (they memorize) correctly, resulting in an ungrammatical MSA fragment. This points to dialectal lexical gaps in the training data, where the model lacks sufficient examples to map a specific dialectal term to its MSA equivalent.
A comparison with ChatGPT’s GPT-4.1 model was made on a stratified subset of 50 samples. Our model showed competitive character-level correction with a CER of 5.42%, closely matching GPT-4.1’s 5.07%. However, GPT-4.1 significantly outperformed our model in diacritization, achieving a DER of 0.47% compared to our model’s 2.59%. This indicates our model’s strength in character-level corrections and suggests substantial room for improvement in diacritization accuracy compared to leading LLMs.
Factors Influencing Performance and Limitations
Despite the strong overall performance, particularly on formal Arabic, significant room for improvement remains, especially concerning sentences in the Jordanian dialect. This limitation is primarily attributed to the lack of sufficient and balanced Jordanian dialect data within our training set. Furthermore, the reliance on machine-generated diacritics in the JODA dataset introduced a certain percentage of inherent diacritic errors into the reference data. Another significant challenge, particularly for diacritization accuracy, was the dominant presence of fatha diacritics, leading to an unbalanced distribution of diacritics. This highlights the need for more balanced diacritic representation in future training datasets. 
A key limitation of this study is the lack of dialectal generalization analysis. Our model is heavily focused on Jordanian Arabic, and it is unclear how well it would generalize to other diverse dialects (e.g., Egyptian, Gulf, Maghrebi). While the byte-level approach may offer better transferability than token-based models by avoiding OOV issues, it is expected that performance would degrade on dialects with significant lexical and grammatical divergence from both MSA and Jordanian. Evaluating and adapting the model for other dialects remains a critical area for future work. 
Finally, computational resource limitations restricted us to experimenting solely with the ByT5-Base model size, preventing the exploration of larger ByT5 configurations (e.g., ByT5-Large or ByT5-XL), which have demonstrated superior performance on other tasks [18].
Ethical Considerations
The collection and utilization of dialectal data demand rigorous ethical scrutiny. Future initiatives involving data collection must prioritize obtaining user consent where feasible, ensuring fair compensation for annotators' linguistic expertise, and guaranteeing that resulting models do not marginalize or misrepresent specific dialect speakers. It is crucial for NLP research to strike a balance between developing effective normalization tools and preserving the rich linguistic diversity of Arabic dialects.
Conclusion
This research successfully addressed the MTL setup for the Arabic language within a single ByT5 model framework. We developed a unified model capable of orthographic correction (transforming Jordanian dialect or errored MSA into corrected MSA) and optional diacritization. The significance of this approach is underscored by the prevalence of spelling errors in Arabic text and the crucial role of diacritics in conveying intended meaning, with a single model facilitating readability and comprehension across text-based applications for both formal and colloquial Arabic. Through extensive experimentation, the JODA+Clean-400 dataset combination yielded the highest Evaluation Score of 78.06% on the JODA test set. Furthermore, our manual linguistic evaluation, which accounted for linguistic nuances, provided a more accurate reflection of true performance (CER of 4.41%, DER of 1.32%) compared to automatic metrics, highlighting their limitations in capturing the complexities of dialectal Arabic.
Future Work
This research opens several promising avenues for future exploration of unified MTL in Arabic and emphasizes the need for more sophisticated evaluation techniques.
A more precisely diacritized and extended version of the JODA dataset, potentially through data augmentation or conversion to a multi-reference parallel corpus, would be invaluable for further enhancing model performance, particularly for the Jordanian dialect.
Evaluating and adapting the model for other dialects remains a critical area for future work. While our model focuses heavily on Jordanian Arabic, its generalizability to other diverse dialects (e.g., Egyptian, Gulf, Maghrebi) is an open question. Future efforts should assess and adapt the model to maintain high performance across varying dialectal regions. Exploring additional transfer learning techniques, such as incremental transfer learning [19], could also provide the model with a more nuanced understanding of new dialects.
Furthermore, developing more accurate automatic evaluation approaches that better align with human linguistic judgment remains a crucial area, aiming to reduce the gap between automatic and manual evaluation and potentially reducing the reliance on labor-intensive manual assessments.
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